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1 Summary

1.1 The Paper

Alizadeh, Brandt, and Diebold (2002) propose the daily price range, the high minus the low in log-
price space, as the volatility proxy for estimating stochastic volatility (SV) models by Gaussian
quasi-maximum likelihood (QMLE). They show theoretically and by Monte Carlo that the log
range is approximately Gaussian and highly efficient, so it produces far better estimates than the
standard log absolute return proxy. Applying the method to five USD exchange rate futures over
1978-1998, they find that one-factor SV models are misspecified and that two-factor models with
one persistent and one transient volatility factor fit the data well.

1.2 Replication Findings

The paper’s main empirical result, two-factor exchange rate volatility dynamics, replicates qual-
itatively. We estimate one-factor and two-factor SV models for five currencies by Kalman fil-
ter QMLE, using Datastream futures prices as a proxy for the paper’s FAME data. Range-based
one-factor estimates show low persistence (p ~ 0.67-0.85 against the paper’s 0.62-0.85) and high
volatility of volatility (8 ~ 3.9-5.7 against 3.7-6.2), which confirms one-factor misspecification.
Two-factor estimates recover one persistent factor (o1 ~ 0.96-0.99) and one transient factor (p, ~
0.14-0.31), matching the paper’s key finding. Out-of-sample tests over 1999-2007 confirm the
two-factor structure for all four testable currencies.



2 Data

The paper uses daily high, low, and settlement prices of front-month currency futures from the
International Monetary Market IMM/CME), sourced from FAME Information Services, for five
USD exchange rates. These are the British pound (GBP), Canadian dollar (CAD), Deutsche mark
(DEM), Japanese yen (JPY), and Swiss franc (CHF). The sample spans January 1, 1978 through
December 31, 1998 (5,284 observations per currency).

We substitute the Datastream futures database (WRDS tfn.ds_fut), which covers the same
CME/IMM contracts with daily Open, High, Low, Volume, and Settlement prices. Contracts are
identified by their ContrCode, IBP (GBP, 1324), ICD (CAD, 1329), IDM (DEM, 1336), IJY (JPY,
1355), and ISF (CHEF, 1378). Front-month selection follows the paper, taking the contract closest
to delivery with at least 10 days remaining. Our sample sizes range from 5,028 (CAD) to 5,197
(CHF), or 95-98% of the paper’s count. Mean log range values run 0.15-0.2 below the paper’s,
which we attribute to minor differences between the two data sources. Standard deviations, au-
tocorrelations, and higher moments match closely. One limitation of this source binds only the
out-of-sample exercise. Datastream populates genuine daily High and Low prices for these con-
tracts through 2007 and thereafter fills them with the settlement price, so the range-based proxy
cannot be constructed after 2007 (see Section 4.4).

3 Methodology

The stochastic volatility model describes log volatility as an Ornstein-Uhlenbeck process, dis-
cretized to a Gaussian AR(1):
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where H = 1/257 (daily), v ~ N(0,1). The measurement equation relates the observed log range
(or log absolute return) to latent log volatility with known measurement error variance:

In(Range;) = Inojy + 043+ 1 InH +¢;, Var(e;) = 0.29%

This forms a linear state-space system estimated by maximizing the Gaussian quasi-log-likeli-
hood via Kalman filter. For the two-factor model, log volatility decomposes into two independent
AR(1) components with parameters (p1, f1) and (p2, B2).

We estimate all models with differential evolution, a global optimizer, followed by Nelder-
Mead polishing, in place of the paper’s unspecified local optimizer. Standard errors come from the
numerical Hessian of the log-likelihood. The measurement error variance is fixed at the theoretical
value (0.29? for the range) rather than estimated.

Key differences from the paper. Three differences matter. First, we use Datastream futures
prices rather than FAME, which produces a systematic offset of about 0.15 in In&. Second, we
optimize globally by differential evolution rather than by an unspecified local method, which
should only improve results. Third, our samples are slightly smaller, at 95-98% of the paper’s.



4 Results

4.1 One-Factor Stochastic Volatility Estimates (Table VI, left panel)

Table 1: One-Factor SV Model Estimates (Range-Based QMLE)

Inc 1Y B
Currency Ours Paper Ours Paper Ours Paper
British pound —-2.69 251 0710 0.650 494  5.33

Canadian dollar —3.48 —-3.34 0.846 0.850 386  3.69
Deutsche mark  —2.66 —247 0.731 0720 494 477
Japanese yen —277 =253 0.674 0.620 5.65 6.20
Swiss franc —249 232 0679 0630 477 478

The one-factor range-based estimates reproduce the paper’s central diagnostic finding. Persis-
tence parameters fall far below the 0.97-0.99 range typical of absolute return-based estimation.
Our p values (0.67-0.85) closely track the paper’s (0.62-0.85), with the Canadian dollar matching
exactly at 0.85. The volatility-of-volatility parameters  are within 10-15% of the paper’s values.
The mean log volatility In¢ is systematically 0.15-0.24 lower, a direct consequence of the data
source offset. This confirms the paper’s argument that range-based estimation reveals one-factor
misspecification that return-based methods cannot detect.

4.2 Two-Factor Stochastic Volatility Estimates (Table VI, right panel)

Table 2: Two-Factor SV Model Estimates (Range-Based QMLE)

P1 p1 P2 B2
Currency Ours Paper Ours Paper Ours Paper Ours Paper

British pound 0986 0.980 0.83 094 0.243 0.190 4.96 5.14
Canadian dollar 0.982 0980 1.09 120 0.314 0.160 4.36 4.26
Deutsche mark  0.982 0.970 1.02 1.23 0.155 0.050 4.92 4.64
Japanese yen 0964 0970 1.50 143 0.149 0.150 5.29 5.68
Swiss franc 0.979 0970 094 1.05 0.140 0.030 4.70 4.50

The two-factor model’s key feature replicates across all five currencies. One factor carries near-
unit-root persistence (01 = 0.964-0.986) and the other mean-reverts rapidly (o, = 0.14-0.31). This
matches the paper’s finding of p; = 0.97-0.98 and p, = 0.03-0.24. The persistent factor has
moderate volatility-of-volatility (81 = 0.83-1.50 vs. paper 0.94-1.43), while the transient factor has
large B> (4.36-5.29 vs. paper 4.26-5.68). Our p, estimates are somewhat higher than the paper’s
for GBP, CAD, DEM, and CHE, suggesting the transient factor is slightly more persistent in our
data. This discrepancy likely reflects differences in intraday price reporting between the two data
sources.



4.3 Absolute-return estimates

The tables above report the range-based panel of Table VI, which carries the paper’s claim. The
absolute-return panel, reported in full in results/final-table.txt, replicates in the one-factor
model but not in the two-factor model. The one-factor fits deliver the high persistence the paper
reports (o = 0.987-0.995 vs. the paper’s 0.97-0.99), and that contrast with the range-based esti-
mates is what makes the range diagnostic informative. The two-factor fits are degenerate. For
GBP, JPY and CHEF the optimiser returns two persistent factors (02 = 0.975-0.979 rather than the
paper’s 0.02-0.17), and for CAD and DEM the second factor vanishes, with B, pinned at the lower
search bound of 0.10 and a standard error on p; of 5.0 and 6.0. The proximate cause is visible
in the data. The sample standard deviation of the log absolute return is 1.01-1.09, below the 1.11
measurement-error standard deviation that Table I fixes for this proxy, so the adding-up constraint
Var[In | f¢|] = Var[Inc;] + Var[e;] leaves no variance for a second latent factor. This is the very fail-
ure of the return-based proxy that the paper describes in Section IV.E, here aggravated by tick
discreteness in 1978-1998 settlement prices and by the days with an exactly zero return, for which
In |r| is undefined and which must be dropped.

4.4 Out-of-Sample Test (1999-2007)

Table 3: OOS Two-Factor SV Estimates (Range-Based, 1999-2007). Asymptotic standard errors in
parentheses.

Currency 01 B1 02 B2 N

British pound 0.980 0.58 0.010 436 2,225
(0.007) (0.10) (0.053) (0.15)

Canadian dollar 0.993 0.48 —0.044 3.35 2,197
(0.003) (0.06) (0.068) (0.16)

Japanese yen 0.972 0.92 0.010 494 2,212
(0.008) (0.13) (0.049) (0.16)
Swiss franc 0.993 045 —0.066 458 2,219

(0.003) (0.08) (0.046) (0.15)

The Deutsche mark is excluded, having been replaced by the euro in January 1999. The window
ends in 2007 because that is where the volatility proxy itself stops existing. From 2008 onward
Datastream fills the Open/High/Low fields of these CME contracts with the settlement price, so
the daily range collapses to exactly zero for 3-15% of front-month days in 2008, 46-64% in 2009
and 75-100% from 2010, and the Datastream continuous series, which show the same break, end
in July 2015. Nine post-paper years remain, comfortably above the five-year requirement, and
over 1999-2007 only 7-13 days per currency (0.3-0.6%) are lost to a zero range.

For the four testable currencies, the two-factor structure is confirmed out-of-sample. The per-
sistent factor remains near a unit root (p; = 0.972-0.993 vs. in-sample 0.964-0.986), while the
transient factor becomes even more transient than in sample (o, between —0.066 and 0.010, none
statistically distinguishable from zero, vs. in-sample 0.14-0.31). The transient factor continues to
carry a far larger innovation volatility than the persistent one (B, = 3.35-4.94 vs. 1 = 0.45-0.92),
all estimated precisely, and p; exceeds p, by more than fourteen standard errors in every currency.



