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This report was generated autonomously by an Al replication pipeline for the “Does Empirical Finance
Replicate?” project. It documents one attempt to reproduce the paper’s main analysis from the data and
methods described below. Individual replications may contain mistakes. Treat the numbers as estimates
to be checked, not as a verdict on the original paper. Original article: doi:10.1093/rfs/hhp041.

1 Summary

1.1 The Paper

Boyer, Mitton, and Vorkink ask whether expected idiosyncratic skewness predicts the cross section
of stock returns. Their answer is that it does, and negatively. Sorting stocks into value-weighted
quintiles on expected skewness, they find that high-expected-skewness stocks earn low subse-
quent returns, with a headline low-minus-high Fama-French alpha spread of 1.00% per month
(t = 3.78). They read the spread as evidence that investors pay a premium for lottery-like positive
skewness. The measurement runs on CRSP daily and monthly data for 1988 through 2005. Each
firm’s idiosyncratic volatility and skewness come from daily Fama-French three-factor residuals
over rolling 60-month windows, and a monthly cross-sectional model then projects future skew-
ness onto current skewness, volatility, momentum, turnover, and size, industry, and exchange
dummies.

1.2 Replication Findings

The headline result replicates in sign and significance. The low-minus-high quintile Fama-French
alpha spread is 0.62% per month (t = 2.26), positive and significant, against the paper’s 1.00%
(t = 3.78). Mean-return and CAPM-alpha spreads keep the correct positive sign but lose signifi-
cance (0.25%, t = 0.77 and 0.42%, t = 1.37). The construction itself validates well. The realized id-
iosyncratic skewness measure matches the paper’s Table 1 almost exactly, the risk-adjusted quin-
tile pattern is monotone, and quintile 1’s alphas land on the paper’s (Fama-French 0.14, t = 2.14,
against 0.14, t = 2.29). Magnitudes run below the paper’s, consistent with the effect concentrat-
ing in small high-skewness stocks whose pricing is sensitive to the exact common-equity universe
and delisting treatment. An out-of-sample test on 2006 through 2023 confirms the finding, with
significant risk-adjusted alpha spreads.



2 Data

The replication draws entirely on CRSP and Fama-French data. The CRSP daily stock file (crsp.dsf)
supplies daily returns, prices, shares, and volume, which build the daily three-factor residuals and
turnover. The CRSP monthly stock file (crsp.msf) supplies monthly returns and market equity for
momentum, value weighting, and portfolio returns. The CRSP names file (crsp.dsenames) sup-
plies share codes (10, 11), exchange codes (1, 2, 3), and SIC codes, merged by PERMNO over date
ranges. Daily Fama-French factors (mktrf, smb, hml, rf) identify the residuals, monthly factors
price the portfolios, and the Fama-French 48-industry SIC map defines the industry dummies.
The paper uses these same CRSP and French sources, so no data substitution was required, and
the single identifier throughout is the CRSP PERMNO.

The universe is NYSE, AMEX, and NASDAQ common equity. Daily data span February 1978
onward, and with the 60-month window expected skewness becomes available from January 1988.
The in-sample formation period runs January 1988 through November 2005, covering 215 of the
paper’s 216 formation months. The constructed daily panel holds roughly 40 million rows, and
the 1988 through 2005 monthly panel holds about 1.69 million firm-months, with roughly 3,795
firms sorted each formation month. About 2,462 firms per month enter the monthly prediction
regression, against the paper’s reported 3,244. That gap comes from the ten years of daily his-
tory that measuring both is;; and is; ;g0 requires, and it affects only the precision of the monthly
coefficients, not the sorted universe.

3 Methodology

For each firm i and month ¢, the replication regresses daily excess returns on the three Fama-
French factors over the trailing T = 60 months and forms idiosyncratic volatility and skewness
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computed without a per-window OLS loop by accumulating per-firm-month cross-moments and
rolling them over the trailing 60 months. Each month a cross-sectional regression projects realized
skewness on lagged skewness, lagged volatility, momentum, turnover, and NASDAQ, size, and
industry dummies (Table 2 model 6). Applying the fitted coefficients to current regressors yields
the feasible forecast E;[is; ;. 7]. Stocks sort into value-weighted quintiles on this forecast, and the
portfolios hold for month t 4 1 weighted by beginning-of-month market equity. CAPM and Fama-
French alphas come from time-series regressions of monthly excess portfolio returns on the factors.
Low-minus-high spreads in mean returns, CAPM alphas, and Fama-French alphas carry Newey-
West t-statistics with six lags.

Key differences from the paper. Several details are underspecified in the paper and had to be
inferred. On industry grouping, the paper states only “industry classifications as defined on Ken
French’s website,” without a group count. Its Figure 2 plots dummies for utilities, telecommuni-
cations, and textiles, and textiles exists only in French’s finer groupings, so the replication uses
the 48-industry set. The momentum window follows the body text (t — 12 through t — 1) rather
than the Table 1 note. t-statistics are Newey-West with six lags throughout, an estimator the paper
does not name for this table. Delisting returns were not merged into the ¢ 4 1 portfolio return,
which removes negative returns from precisely the failing high-skewness names and therefore



works against the spread. Two further gaps point the same way. The high-skewness quintile
shows larger value-weighted firm skewness (2.46 versus 1.63) and a market equity roughly three
log points above the paper, which points to a broader microcap universe that dilutes the small-
cap-driven spread. The paper’s own printed size column (13.6 down to 9.4 in logs, that is $0.8bn
down to $12m) cannot be a value-weighted average of a US quintile, so its columns 4 through 6
appear equal-weighted despite the table note. The replication follows the written note.

4 Results

4.1 Table 3: Portfolios Sorted on Expected Idiosyncratic Skewness

Table 1 compares the replication quintile statistics with the paper. The patterns match qualitatively
for the risk-adjusted columns. Moving from the low-expected-skewness quintile (Q1) to the high
quintile (Q5), risk-adjusted alphas fall, while realized firm skewness and idiosyncratic volatility
rise monotonically and size falls. The replication firm-skewness column climbs from 0.03 to 2.46
and the volatility column from 1.38 to 3.50, tracking the paper’s monotone rise. Quintile 1’s alphas
sit almost on the paper’s (CAPM 0.20 against 0.14; Fama-French 0.14 against 0.14), and quintile
5 carries the most negative Fama-French alpha, —0.48% per month, against the paper’s —0.86%.
The raw mean-return column does not decline monotonically here. Q5 (0.92) sits above Q4 (0.75),
where the paper reports a monotone decline.

The headline low-minus-high spreads appear in the lower panel. The Fama-French alpha
spread is 0.62% per month (t = 2.26), significant and correctly signed against the paper’s 1.00%
(t = 3.78). The mean-return spread (0.25%, t = 0.77) and CAPM-alpha spread (0.42%, t = 1.37)
keep the positive sign but fall short of significance, where the paper reports 0.67% (t = 2.91) and
0.80% (t = 2.38).

The attenuation traces to the high-skewness quintile. The expected-skewness premium lives
in the smallest, most lottery-like stocks, and value weighting places most weight on the largest
names within each quintile. Because the replication universe is broader and the Q5 value-weighted
firm skewness is more dispersed than the paper’s (2.46 versus 1.63), the priced component of the
spread is diluted. Delisting returns, which bite hardest among the small high-skewness names
that drop out of the sample, were not separately merged, removing a source of negative return
that would widen the spread. These two channels together account for the smaller magnitudes
while leaving the sign and the Fama-French significance intact.



Table 1: Table 3 replication. Value-weighted quintile portfolios sorted on expected idiosyncratic
skewness, formation January 1988 through November 2005. Paper values in brackets. Returns

and alphas in percent per month.

Quintile Mean Firm IS iVol(1m) In(Size) CAPM « (1) FF3 « ()

Q1 (low) 1.17[1.19] 0.03[0.17] 1.38[1.89] 16.43[13.60] 0.20 (2.79) [0.14 (2.13)] 0.14 (2.14) [0.14 (2.29)]
Q2 096[1.12] 0.26[0.38] 1.47[2.09] 16.42[12.95] —0.08(-1.12)[0.01 (0.06)] —0.08 (-1.26) [-0.01 (-0.06)]
Q3 1.06 [1.11] 0.44[0.57] 1.60[2.63] 16.11[11.65] 0.09 (0.52) [0.01 (0.04)]  —0.01 (-0.05) [-0.21 (-1.63)]
Q4 0.75[1.06] 1.09[0.81] 2.19[3.41] 14.34[10.47] —0.28(-1.17)[0.05(0.28)] —0.45 (-1.87) [-0.18 (-1.05)]
Q5 (high) 0.92[0.52] 246[1.63] 350[5.32] 12.67[9.40] —0.22(-0.75) [-0.66 (-2.21)] —0.48 (-1.95) [-0.86 (-3.79)]

Low-minus-high (Q1—-Q5) spread
Mean return: 0.25 (t = 0.77)  [paper 0.67 (t = 2.91)]
CAPM alpha: 042 (t = 1.37) [paper 0.80 (t = 2.38)]
FF3 alpha: 0.62 (t = 2.26) [paper 1.00 (t = 3.78)]

Value weighting uses beginning-of-month market equity. Firm IS is the value-weighted cross-sectional average of
realized idiosyncratic skewness (T = 60); iVol(1m) is the value-weighted average one-month idiosyncratic volatility in
percent. All t-statistics are Newey-West with six lags. Replication has 215 formation months and roughly 3,795 firms
sorted per month; the paper reports 216 months. Bracketed values are Boyer, Mitton, and Vorkink (2010) Table 3.

4.2 Out-of-Sample Test: 2006 through 2023

Table 2 applies the same procedure to formation months January 2006 through November 2023,
with no re-tuning of the specification. The finding holds and strengthens. Both risk-adjusted
spreads are significant, with a CAPM alpha spread of 0.70% (¢ = 2.59) and a Fama-French alpha
spread of 0.57% (t = 2.37). The mean-return spread is 0.37% per month (t = 1.17), correctly signed
but insignificant. The negative expected-skewness to return relation therefore persists in modern
data, and the out-of-sample CAPM spread is close to the paper’s own in-sample magnitude, ev-
idence that the lottery-preference channel documented for 1988 through 2005 remains active two
decades later.

Table 2: Out-of-sample test. Low-minus-high (Q1—Q5) spreads, formation January 2006 through
November 2023, 215 months. Same specification as the in-sample replication. Percent per month.

Q1—-Q5 spread Paper (1988-2005)

Out-of-sample In-sample repl.

Mean return 037 (t=1.17) 0.25(t=0.77) 0.67 (t =2.91)
CAPM alpha 0.70 (t =2.59) 0.42(t=1.37) 0.80 (t = 2.38)
FF3 alpha 057 (t =2.37) 0.62 (t =2.26) 1.00 (t = 3.78)

Spread t-statistics are Newey-West with six lags. The paper column repeats the original 1988 through 2005 values as a
fixed reference, not out-of-sample paper numbers.

The replication grades as PARTIAL. The construction validates to the paper’s summary statis-
tics, the headline Fama-French alpha spread replicates in sign and significance, and the result
confirms out of sample. The mean and CAPM spreads lose significance and the raw mean-return
column is not monotone, driven by the value-weighting and microcap-coverage sensitivity of this
small-stock effect.
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