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1 Summary

1.1 The Paper

The paper asks whether outsized CEO stock-option holdings during the late-1990s market bub-
ble drove the wave of accounting restatements. Using 95 firms from the GAO (2003) restatement
database that announced restatements in 2001 or 2002, each matched to an industry- and size-
comparable control, the authors run logistic regressions of restatement status on CEO compensa-
tion structure, debt-covenant tightness, capital raising, and board governance. The dollar value
of the CEO’s in-the-money option holdings, scaled by salary, sharply raises the likelihood of a
restatement (Table 4 coefficient 0.040, x> = 9.71), and raises the likelihood of severe accounting
malfeasance by more still (Table 6). That finding supports Jensen’s (2005) theory that substantially
overvalued equity generates agency costs.

1.2 Replication Findings

The replication runs on the paper’s own sample frame. GAO released its restatement database
publicly as GAO-03-395R, and parsing that release reproduces the paper’s Table 1 Panel A exactly,
with 350 announcements between 1 January 2001 and 30 June 2002. Linking to Compustat and
ExecuComp and applying the paper’s filters and matching rule leaves 90 restating firms and 90
controls (N = 180 against the paper’s 190). Nine of the thirteen Table 4 coefficients match in
sign, and “debt and equity funds raised” reproduces almost exactly at 0.629 (x*> = 1.93, one-tailed
p = 0.08) against the paper’s 0.657 (2.21, 0.07). The headline in-the-money-options coefficient
carries the right sign in all four specifications but falls to 0.002 (x> = 0.57) against the paper’s
0.040 (9.71).



The control group accounts for the divergence, and the divergence is one of construction rather
than of data. The restating side reproduces the paper’s option distribution quantile by quantile,
while controls selected by the paper’s published rule hold roughly five times as much in-the-
money option value at every quantile as the paper’s controls did. Nine readings of the matching
rule leave the control group far above the paper’s, and none moves the coefficient past 0.006. The
paper’s control moments are reachable inside the paper’s own candidate pool, but only by order-
ing that pool on option holdings instead of on size, and doing so returns the paper’s coefficient
almost exactly (0.061, x> = 10.96). What the published rule fails to do is pin down which admis-
sible control gets chosen, and the headline coefficient is decided by that choice. Out of sample
over 2010-2018 the relation reverses sign and turns significant, so the positive association does
not extend past the paper’s period.

2 Data

The paper draws its treated sample from the GAO (2003) restatement database (350 announce-
ments between 1 January 2001 and 30 June 2002), augmented by hand collection of the earliest
misstated year and of malfeasance status from press releases and SEC filings, plus author-selected
industry-and-size matched controls. CEO compensation comes from ExecuComp, firm financials
from Compustat, and returns from CRSP.

The GAO database is public. GAO released it as GAO-03-395R, Financial Statement Restatement
Database (17 January 2003). Enclosure II of that document tabulates all 919 accounting-irregularity
restatements announced between 1 January 1997 and 30 June 2002, giving company name, ticker,
market listing, announcement date, shares outstanding, the entity that prompted the restatement,
and up to three coded reasons. Parsing it (code/build-gao-1list.py) yields 919 records, of which
exactly 350 fall in the paper’s window, 225 in 2001 and 125 in the first half of 2002, matching
Table 1 Panel A line for line. Each firm’s ticker and announcement date map through the CRSP
names file (crsp.msenames) to a permno and through the CRSP/Compustat merged link table to
a gvkey. Of the 350 firms, 306 link, comparable to the paper’s own loss of 89 firms that are “not in
Compustat”.

Two inputs are not in the GAO release. The earliest year misstated, which the authors read
from press releases, is proxied by the restatement-period begin date in Audit Analytics for a non-
reliance notification filed within one year of the GAO announcement, falling back to the announce-
ment year minus one. The resulting distribution tracks the paper’s Table 1 Panel D closely. Fiscal
2000 dominates, with 51 of 90 firms here against 58 of 95 in the paper, and 1998 gives 9 in both.
The malfeasance flag combines the GAO “prompter” field, which records whether the SEC or the
auditor prompted the restatement, with the Audit Analytics fraud and SEC-investigation indica-
tors, matching the paper’s stated two-part definition. It fires for 24 of 90 restating firms against 29
of 95 in the paper.

3 Methodology

The dependent variable equals one for restating firms and zero for matched controls, and
the explanatory variables follow the paper exactly. In-the-money options scaled by salary is
(opt_unex_exer_est_val + opt_unex_unexer_est_val) / salary, measured at the fiscal year-end
preceding the earliest restated year. Inverse interest coverage is interest expense over operating
income before depreciation, capped at 2.0. “Funds raised” is one when long-term debt issuance
plus stock issuance exceeds 20% of assets. “Acquisition” is one when acquisition sales reach 20%
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of sales. “CEO is board chair” reads the ExecuComp title. Option grants, restricted-stock grants
and restricted-stock holdings are winsorized at the paper’s dollar caps of $25M, $7.8M and $37M,
and in-the-money options at $150M.

Controls are matched on the same two-digit SIC within 30% of total assets at the fiscal year-
end preceding the announcement year, closest in size, excluding any firm in the 919-record GAO
database. Both firms must carry the Compustat and ExecuComp data the model needs, and finan-
cial firms are dropped, following the paper. The model is a logit with earliest-restated-year fixed
effects fit by Newton-Raphson. The x? statistics are Wald tests and the p-values are one-tailed for
directional hypotheses.

Verification of the key variable. The paper prints a top-ten list of CEO in-the-money op-
tion values in Appendix A. The construction above reproduces all seven firms still identifiable
in ExecuComp to the dollar: FreeMarkets FY1999 $751,140,480 against the paper’s $751,140,000;
Calpine FY2000 $532,474,308 against $532,474,310; BroadVision FY1999 $510,187,500; Lucent
FY1999 $218,250,753 against $218,250,750; Genentech FY1999 $130,350,136 against $130,350,140;
Gateway FY1999 $116,643,600; Anadarko FY2000 $89,206,001 against $89,206,000.

Remaining differences from the paper. The earliest restated year is a proxy. The authors’
specific matched controls are unknown, so the control group is reconstructed from their published
rule. Restricted-stock holdings value (RSTKHLDV) was withdrawn from ExecuComp. The field
stock_unvest_val stands in and is empty for most of this period, so Hypothesis 2d is effectively
untested.

4 Results

4.1 Table 4: Likelihood of a restatement

Table 1 compares the replication to the paper cell by cell. Signs agree on nine of the thirteen
coefficients. “Debt and equity funds raised” reproduces almost exactly in both magnitude and
significance. Inverse interest coverage is right-signed at 0.394 but does not reach significance. The
headline in-the-money-options coefficient is positive in all four specifications reported here, at
0.002 in Table 4, 0.003 in the compensation-only reduced form (p = 0.17), 0.003 in the malfeasance
ordered logit (x> = 1.72, p = 0.095) and 0.002 in the income-effect ordered logit. None of the four
comes near the paper’s significance. “CEQO is board chair” flips sign.

The model as a whole is weaker, with model XZ = 7.8 versus 47.5, pseudo-R2 3% versus 30%,
and 58% correctly classified versus 75%. The descriptives locate the gap precisely. On the restating
side the sample reproduces the paper’s option distribution across its whole range: in-the-money
options to salary has mean 42.1 and median 7.5 against the paper’s Table 2 Panel B values of 46.2
and 7.9, with quartiles of 2.18 and 30.41 against 1.18 and 31.93 and a 90th percentile of 126.88
against 136.36. The acquisition dummy averages 0.089 against 0.095. The control side is displaced
by about a factor of five at every quantile. Median in-the-money options to salary is 4.9 against
the paper’s 1.2, the mean is 28.9 against 5.6, the 75th percentile is 30.67 against 5.16 and the 90th
percentile is 78.16 against 10.64. Because the coefficient is a treated-minus-control contrast, that
displacement is the whole of the difference between 0.040 and 0.002.



Table 1: Table 4 — Logit of restatement vs

. matched control. Coefficients with Wald x? in paren-

theses.
Variable Paper Replication
Ln(assets) ;1 0.102 (0.23) 0.022 (0.02)
Debt-to-assets ;1 0.195 (0.04)  —0.440 (0.18)
Inverse interest coverage ;1 0.987 (4.10)* 0.394 (1.04)
Debt and equity funds raised ; 0.657 (221)"  0.629 (1.93)*
Corporate acquisition ¢ 0.362 (0.20) 0.303 (0.23)
CEOQ is board chair ; 0.601 (2.45)"  —0.484 (1.71)
CEO salary increase exceeds firm perf.;  0.236 (0.42) 0.164 (0.26)
Salary ;_; —0.002 (2.88)1  0.000 (0.40)
Bonus / salary ;_; 0.161 (0.53) 0.109 (0.44)
Option grants / salary ;1 —0.024 (0.45) —0.004 (0.03)
In-the-money options / salary ;_; 0.040 (9.71)***  0.002 (0.57)
Restricted stock grants / salary ;4 0.001 (0.00) 0.011 (0.01)
Restricted stock holdings / salary ;4 0.059 (0.46)  —0.008 (0.02)
Intercept -1.213 (0.59) —0.695 (0.17)
Year fixed effects Yes Yes
—2 log likelihood 21591 241.71
Model x2 47.48 7.82
Pseudo-R? 30% 3%
Correctly classified 75% 58%
N 190 180

“*p < 0.001, *p < 0.05, Tp < 0.10, one-tailed for directional hypotheses and two-tailed for the intercept, In(assets) and
salary, following the paper. Paper column from Table 4 of Efendi, Srivastava and Swanson (2007). Replication column
from results/final-table.txt. Standard errors from the logit information matrix; no clustering (matched

cross-section).

4.2 Sensitivity to the control construction

The paper states one matching rule: same two-digit SIC, total assets within 30% of the restat-
ing firm at the year-end prior to the announcement year, closest in size, no restatement in the
GAO database, and the Compustat and ExecuComp data the model needs for both firms. Ta-
ble 2 runs that rule and eleven variants of it, each a defensible reading of the published text or
a robustness check on a choice the text leaves open, and reports what each does to the control
group and to the headline coefficient. The grid comes from code/diagnose-controls.py and
results/control-diagnostics.txt.

Nothing in the grid moves the control group toward the paper’s. Measuring size at the earliest
restated year rather than the announcement year, tightening the size band to 10%, matching on
three-digit SIC, widening the exclusion to every Audit Analytics restater of the period, allowing
controls to be reused, and reversing the order in which restating firms are matched all leave the
control median between 4.07 and 4.97 against the paper’s 1.18, and leave the coefficient between
0.0014 and 0.0057 against the paper’s 0.040. Reading the ExecuComp requirement the way the
main text orders it, so that the closest Compustat firm is the match and the pair is dropped when
either side lacks compensation data, moves the control group the wrong way and costs two thirds
of the sample.



Two further checks come back clean. No control shares a CIK or a company-name prefix with
the restating firm it is matched to, so no restating firm is matched to a duplicate Compustat record
of itself. And the size match itself works: In(assets) is 7.531 for restating firms against 7.467 for
controls, a gap of 0.064 where the paper reports 6.967 against 6.984.

Table 2: Control construction and the headline coefficient. Moments are of in-the-money options
to salary in the control group. The last three rows order the paper’s own eligible pool on option
holdings rather than on size and are bounds, not candidate constructions.

Control construction Pairs Mean Median Coefficient  x?2
Paper (Tables 2B and 4) 95 5.60 1.18 0.040 9.71
Closest in size, the rule as stated 90 28.93 491 0.0022 0.57
Size measured at the earliest restated year 89  24.04 4.07 0.0057 2.60
Closest Compustat firm, ExecuComp needed after 32 46.89 9.82 0.0001 0.00
Controls reusable across restating firms 90 2893 491 0.0022 0.57
Pool also excludes Audit Analytics restaters 88  28.65 4.88 0.0024 0.67
Size band tightened to 10% 71 30.80 4.97 0.0014 0.16
Three-digit SIC industry match 60  29.11 4.79 0.0053 1.39
Bound: lowest-option admissible control 90 4.53 0.00 0.0608 10.96
Bound: median-option admissible control 90 2254 7.33 0.0062 2.82
Bound: highest-option admissible control 90 81.94  31.08 —0.0043 3.97

Two variants are omitted because they return the same 90 pairs as the rule as stated: dropping candidates that share
the restating firm’s CIK, and matching the largest restating firm first. Full grid in results/control-diagnostics.txt.

The last three rows explain why. The paper’s rule admits 654 candidate controls across the 90
restating firms, a median of 5 per firm and as many as 27, and the option holdings inside that pool
are enormously dispersed. The pool median is 5.82, yet 30.6% of candidates sit at or below the
paper’s control median of 1.18. Selecting on size, as the paper does, draws essentially at random
from that dispersion and lands on the pool average. Selecting the lowest-option admissible control
for each restating firm instead reproduces the paper’s control moments (mean 4.53 and median
0.00 against 5.60 and 1.18) and returns the paper’s headline (coefficient 0.0608, x> = 10.96 against
0.040 and 9.71), with a model x? of 43.10 against the paper’s 47.48. Even that bound does not
quite reach the paper’s control group, because for 26 of the 90 restating firms every admissible
control sits above 1.18. Selecting the highest-option admissible control instead flips the coefficient
negative. The published effect lives inside the range that the stated rule leaves undetermined.

Two benchmarks show how far the paper’s control group sits from a typical draw. Across all
ExecuComp CEOs the ratio of in-the-money options to salary had a median of 3.59 and a mean of
28.15 in fiscal 1999, and a median of 4.84 and a mean of 26.45 in fiscal 2000, the two years at which
most of the sample is measured. The replication’s controls sit on that distribution. The paper’s sit
far below it, with a 90th percentile of 10.64 that only 67% of ExecuComp CEOs in fiscal 1999 and
63% in fiscal 2000 fell below. The paper’s own Table 7 Panel C points the same way. Its control
group holds the ratio at 5.6, 4.7, 6.5 and 6.7 across four dates running from the year-end before
the earliest restated year to the second year-end after the announcement, while its restating firms
fall from 46.2 to 10.8 and the ExecuComp population mean falls from 28.15 in fiscal 1999 to 9.69 in
tiscal 2002.

None of this shows that the paper’s controls are wrong, and it is not an exact-data non-
replication. The authors” 95 firms cannot be recovered, and historical Compustat vintages differ
enough that which firm counts as “closest in size” is not reproducible twenty years later. The grid
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establishes something narrower and firmer. The rule as published does not determine the con-
trol group’s option holdings, the coefficient ranges from —0.0043 to 0.0608 across the choices that
rule permits, and the replication’s own pick sits where a size-selected draw from the eligible pool
would be expected to sit.

4.3 Table 6: ordered logit on restatement severity

Coding malfeasance as 2, other restatements as 1 and controls as 0 (counts 24 / 66 / 90 here against
the paper’s 29 / 66 / 95), in-the-money options to salary is 0.003 (x> = 1.72, p = 0.095) against
the paper’s 0.017 (p = 0.00), and bonus to salary is 0.232 (x> = 224, p = 0.067) against the
paper’s 0.358 (p = 0.03). The paper’s observation that the bonus variable gains significance once
severity is modeled therefore does carry over, and in-the-money options is again the strongest
compensation variable, just not a significant one.

44 Out-of-sample test, 2010-2018

The GAO database stops on 30 June 2002, so the post-paper test uses Audit Analytics non-reliance
restatements announced between 2010 and 2018 with an earliest restated year of 2008 or later, a
window that does not overlap the paper’s restated years and lies more than five years past its
sample end. With N = 560 (280 pairs) the headline reverses. The in-the-money coefficient is
—0.007 in the full dichotomous logit (x* = 5.39), —0.007 compensation-only (5.48) and —0.0068 in
the malfeasance ordered logit (4.89), significantly negative in each. Acquisition becomes positive
and significant (p = 0.015).

Large in-the-money holdings therefore do not predict restatements in the later window and,
if anything, associate with fewer. Why the sign reverses cannot be settled from this design.
Sarbanes-Oxley (2002), the FAS 123R requirement to expense options (2006), the shift in execu-
tive pay from options toward restricted stock, and changes in how restatements are detected and
disclosed all fall between the two windows, and a matched cross-section run twice cannot separate
them.

5 Related evidence

Later work has repeatedly found that the measured relation between executive equity incentives
and misreporting depends on how the comparison group is built. Erickson, Hanlon and Maydew
(2006) study firms the SEC accused of accounting fraud between 1996 and 2003, measure equity
incentives several ways, and compare them against two separate control samples. They report
no consistent evidence that executive equity incentives are associated with fraud. Armstrong,
Jagolinzer and Larcker (2010) match CEOs by propensity score on the observable characteristics
of their contracting environments rather than on industry and size alone, and find no positive
association between CEO equity incentives and accounting irregularities, with some evidence that
irregularities occur less frequently where equity incentives are higher.

Armstrong, Larcker, Ormazabal and Taylor (2013) run both designs on one sample. They find
a positive relation between option-portfolio delta and misreporting under a regression design and
no relation under a matched-pair design, and they place Efendi, Srivastava and Swanson among
the matched-sample studies, replicating its industry-and-size procedure with an asset band of 0.7
to 1.3 that is the paper’s 30% band. Their own reading is not that matching removes a real effect.
It is that a matched test on delta alone is misspecified, because the risk-taking incentive vega



is positively related to misreporting under both designs. All three papers document the design
sensitivity. What it implies about the underlying relation is still contested.

This replication reaches the same sensitivity from the inside. With the paper’s frame, vari-
ables and winsorization held fixed, varying only which admissible control is chosen moves the
coefficient across the whole range from negative to well above the published value.

6 Conclusion

Run on the paper’s actual sample frame, and with the key variable verified to the dollar against
the paper’s own printed values, the central claim is directionally present but not statistically recov-
erable. In-the-money option holdings raise restatement likelihood in every specification, capital
raising behaves as the paper reports, and the restating side of the sample reproduces the paper’s
descriptives across the whole option distribution. The control group is what does not reproduce,
and the reason is that the published matching rule does not determine it. Across nine readings
of that rule the control group’s option holdings stay near the ExecuComp average and the coef-
ficient stays near zero. Ordering the same admissible pool on option holdings instead of on size
moves the coefficient from —0.0043 to 0.0608 and can return the published estimate. The headline
is therefore a fact about which control firms were chosen more than about the rule that was stated.
Out of sample the positive association does not survive, reversing over 2010-2018.
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