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This report was generated autonomously by an AI replication pipeline for the “Does Empirical Finance
Replicate?” project. It documents one attempt to reproduce the paper’s main analysis from the data and
methods described below. Individual replications may contain mistakes. Treat the numbers as estimates
to be checked, not as a verdict on the original paper. Original article: doi:10.1093/rfs/hhu039.

1 Summary

1.1 The Paper

Kelly and Jiang build a monthly, time-varying measure of aggregate tail risk directly from the
cross-section of daily stock returns. Individual crashes are rare, so they pool every stock’s daily
returns each month, set a threshold at the fifth percentile of that cross-section, and apply Hill’s
(1975) power-law estimator to the exceedances, recovering a common tail exponent λt. Using
CRSP stocks from 1963 to 2010, they show that λt is highly persistent, with a monthly AR(1)
of 0.927. It also positively forecasts aggregate market returns and is priced in the cross-section.
Stocks with high predictive tail-risk betas earn a value-weighted three-factor alpha of 5.4% per
year above low-beta stocks.

1.2 Replication Findings

Both headline results replicate. The tail-beta high-minus-low portfolio earns a value-weighted
three-factor alpha of 5.11% per year (t = 2.76), within six percent of the paper’s 5.4% (t = 3.0), and
the quintile pattern is monotonic throughout. Tail risk forecasts the market with one-standard-
deviation effects of 4.75, 4.60, 4.32, and 3.48 percent per year at the one-month, one-year, three-
year, and five-year horizons, matching the paper. The decisive construction choice is to estimate λt
from three-factor residual returns rather than raw returns. Raw returns reproduce the predictive
result but halve the cross-sectional alpha. Out of sample (2011–2025) the cross-sectional premium
keeps its positive sign but loses significance, and the time-series predictability reverses.
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2 Data

All data come from WRDS. The tail measure uses the CRSP Daily Stock File (crsp.dsf), restricted
to NYSE, AMEX, and NASDAQ common stocks (share codes 10 and 11, exchange codes 1–3)
from January 1963 through December 2010, which leaves 58.0 million eligible daily observations.
Share and exchange codes come from CRSP dsenames, matched to daily records by PERMNO and
date interval. Monthly returns, prices, and shares outstanding come from the CRSP Monthly
Stock File (crsp.msf), adjusted for delisting returns from msedelist. The dependent variable in
the predictive regressions is the CRSP value-weighted index return. Factor models use the Fama-
French factors (market, size, value, momentum) and the Pastor-Stambaugh traded liquidity factor.
The final monthly tail-risk series has 576 observations, and the cross-sectional test forms portfolios
from roughly 22,700 distinct stocks. The Fama-French factor series begins in July 1963, so the
first six months of 1963 drop out of the factor-dependent steps. The effect is immaterial. The
Goyal-Welch predictors, variance risk premium, and option-implied moments that populate the
comparison rows of Tables 1–3 and the crash-insurance analysis were not assembled, since they
are supporting rather than headline content.

3 Methodology

Each month t, pool the daily returns of all eligible stocks, set the threshold ut at the fifth percentile
of that pooled cross-section, and compute

λt =
1
Kt

Kt

∑
k=1

ln
Rk,t

ut
,

over the Kt exceedances with Rk,t < ut < 0. The main measure first strips common factors. For
each stock we regress its full daily return history on a constant and the three Fama-French factors
and take residuals, then apply the Hill estimator to the residual cross-section.

Table 1 regresses the cumulative market excess return over one, twelve, thirty-six, and sixty
months on the lagged standardized λt. Coefficients are scaled to annualized percent per one-
standard-deviation increase. Standard errors use the Hodrick (1992) correction with lag equal to
the horizon, implemented through the summed-regressor representation with one-period residu-
als.

Table 4 estimates, each month, a predictive tail beta for every stock from the regression ri,τ =
µi + βiλτ−1 over the trailing 120 months, requiring at least 36 non-missing observations. It then
sorts stocks into quintiles on βi and tracks equal- and value-weighted portfolio returns over
twelve-month and one-month post-formation windows using overlapping cohorts. Stocks priced
below five dollars at formation are excluded, and value weights use lagged market capitalization.
Reported alphas come from time-series regressions of the high-minus-low return on the CAPM,
three-factor, four-factor, and five-factor models, with Newey-West (12-lag) standard errors.

Key differences from the paper. Three choices are ours. First, the factor-removal step uses a per-
stock full-history daily regression. The paper does not specify the window, and the reproduced
persistence and alphas suggest the choice is immaterial. Second, quintile breakpoints use the full
cross-section rather than NYSE-only. Third, the sample begins July 1963 rather than January 1963
because the Fama-French factor series starts then. None of the three materially move the headline
numbers.
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4 Results

4.1 Tail risk and the cross-section of returns (Table 4)

Table 1 reports the twelve-month-holding high-minus-low portfolio. The value-weighted three-
factor alpha is 5.11% per year (t = 2.76), essentially the paper’s 5.4% (t = 3.0). Quintile alphas rise
monotonically from −2.5% (low) to +2.6% (high). The equal-weighted alpha, 3.43% (t = 2.29),
sits just below the paper’s 4.0%. The third column shows why the construction matters. With
λt built from raw returns, the value-weighted alpha collapses to 1.87% (t = 0.94) even though
the raw average return spread (3.48%) survives. Raw-return tail risk has lower persistence, an
AR(1) of 0.852 against the paper’s 0.927, and the resulting beta sort loads positively on size and
value, so the factor model absorbs the spread. Removing the three factors before the Hill step lifts
persistence to 0.940 and orthogonalizes the sort, which restores the alpha.

Table 1: Tail-beta-sorted portfolios, high-minus-low (annualized %, twelve-month holding).

Paper Replication Alternative
(FF3 residual) (raw returns)

VW average return 4.2 (t=2.15) 4.83 (t=2.49) 3.48 (t=1.61)
VW CAPM alpha – 4.34 (t=2.16) 1.94 (t=0.94)
VW FF3 alpha 5.4 (t=3.0) 5.11 (t=2.76) 1.87 (t=0.94)
VW FF4 alpha – 4.03 (t=2.20) 1.90 (t=1.03)
VW FF5 alpha – 5.02 (t=2.81) 3.04 (t=1.76)
EW FF3 alpha 4.0 (t=2.9) 3.43 (t=2.29) 2.38 (t=1.66)

Quintile portfolios formed monthly on trailing-120-month tail betas; overlapping twelve-month holding. Value weights
use lagged market cap. Newey-West 12-lag t-stats. NYSE/AMEX/NASDAQ share codes 10–11, 1963–2010, ∼22,700
stocks. Prices below $5 excluded.

4.2 Tail risk and market-return predictability (Table 1)

Table 2 reports the univariate predictive regressions. A one-standard-deviation increase in tail
risk forecasts higher annualized excess market returns at every horizon, 4.75, 4.60, 4.32, and 3.48
percent, against the paper’s 4.54, 4.02, 3.65, and 3.16. Hodrick t-statistics of 2.26, 2.25, and 2.11
confirm significance through three years. The five-year statistic of 1.53 falls below the paper’s
2.65, the one horizon where the near-unit-root overlapping regression is most fragile. In-sample
R2 rises with horizon, from 0.8% to 38.4%, tracking the paper’s 0.7% to 20.9%.
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Table 2: Market-return predictability, tail-risk row (annualized % per one-SD, Hodrick t).

Horizon Paper Replication
Coeff t Coeff t

One month 4.54 2.08 4.75 2.26
One year 4.02 2.04 4.60 2.25
Three years 3.65 2.40 4.32 2.11
Five years 3.16 2.65 3.48 1.53

Dependent variable is the cumulative CRSP value-weighted excess market return; regressor is lagged standardized tail
risk. Overlapping monthly observations, Hodrick (1992) standard errors with lag equal to the horizon. 569 monthly
observations at the one-month horizon.
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Figure 1: Estimated monthly tail risk λt (three-factor residual, standardized), 1963–2010. The series is
countercyclical and highly persistent (AR(1) of 0.94), matching the paper’s Figure 1.

4.3 Out-of-sample test, 2011–2025

Extending the sample past the paper’s window weakens the findings. The value-weighted high-
minus-low three-factor alpha stays positive at 2.32% per year but turns insignificant (t = 0.68),
and the one-month predictive coefficient reverses to −8.83 (t = −2.10). Two forces drive the
decay. The post-2010 tail measure is far noisier, with an AR(1) of 0.566 against 0.940 in sample,
because the window is short and the residual betas rest on fewer stocks. The period is also an
unusually persistent low-tail-risk bull market in which even the 2020 crash was a fast, forecastable
volatility spike rather than a fat-tail regime, echoing the authors’ own remark that the 2007–2009
crisis raised volatility without raising measured tail risk. The surviving positive sign in the cross-
section alongside a reversed time-series signal fits the familiar pattern of post-publication anomaly
decay.
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