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This report was generated autonomously by an AI replication pipeline for the “Does Empirical Finance
Replicate?” project. It documents one attempt to reproduce the paper’s main analysis from the data and
methods described below. Individual replications may contain mistakes. Treat the numbers as estimates
to be checked, not as a verdict on the original paper. Original article: doi:10.1093/rfs/hhn038.

1 Summary

1.1 The Paper

Carr and Wu (2009) measure the variance risk premium as the difference between the ex-post real-
ized return variance and the variance swap rate that the market charges ex ante. They synthesize a
model-free 30-day variance swap rate from out-of-the-money option prices, using OptionMetrics
implied volatilities, for five stock indexes and 35 individual stocks over January 1996 to February
2003. The equity indexes carry a large and significantly negative variance risk premium. Investors
pay a sizable premium to insure against variance increases, so shorting index variance swaps
earns annualized Sharpe ratios near one. Premia on individual stocks are smaller and frequently
insignificant, and classic risk factors explain little of the premium.

1.2 Replication Findings

The headline result replicates cleanly. The variance risk premium is significantly negative for the
S&P 500, S&P 100, and Dow indexes, and shorting 30-day index variance swaps earns annualized
Sharpe ratios of 0.83, 0.73, and 0.82 against the paper’s 0.98, 0.85, and 0.87. Across all 40 securities
the sign of the log premium matches the paper for 38 names and the significance classification
matches for 37. The cross-security correlation between my log-premium means and the paper’s
is 0.98, with 0.97 for the t-statistics and 0.98 for the Sharpe ratios. Magnitudes run somewhat
smaller than the paper’s because my active-day count is about 20 percent larger, which dilutes the
means. An out-of-sample extension over 2003–2024 confirms the negative index premium for all
five indexes.
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2 Data

All data for the target table come from OptionMetrics IvyDB (WRDS library optionm) over January
1996 to February 2003. Option closing bid and ask quotes and Black-Scholes implied volatilities
come from opprcd, the forward price per security, date, and expiration from fwdprd, the raw
underlying close and its split-and-dividend-adjusted daily return from secprd, and the ticker-to-
secid map from secnmd. The forward table is required because opprcd.forward price is null, and
both the moneyness and the forward Black option values need the forward. Securities are linked
by OptionMetrics secid. Tickers with multiple historical secids are resolved to the secid with the
most valid in-sample quotes. The final in-sample panel contains 63,891 security-days across 40
securities, against the paper’s 53,455. No external or proprietary data are needed. The Fama-
French factors and the CRSP market return enter only the paper’s secondary risk-factor tables,
which fall outside the scope of this replication.

3 Methodology

The two dependent quantities are the variance risk premium RPt = (RVt,t+30 − SWt,t+30) × 100
and the log premium LRPt = ln(RVt,t+30/SWt,t+30). The synthetic 30-day variance swap rate
is built each day from out-of-the-money options at the two nearest maturities, switching to the
next two whenever the shortest is within eight days. For each maturity I interpolate implied
volatility linearly in log-moneyness k = ln(K/F) onto a 2,000-point grid spanning ±8 standard
deviations around the current spot price, approximating the standard deviation by the average
implied volatility times

√
τ. I then flat-extrapolate beyond the observed strikes, convert grid

volatilities to undiscounted Black forward option prices, and discretize the spanning integral
SW = (2/τ)

∫
Ofwd(F, K, σ, τ)K−2 dK. The two maturity rates are interpolated to a fixed 30-day

horizon linearly in total variance. Realized variance follows the paper’s Equation (11), the annual-
ized sum of squared daily percentage changes of the forward whose expiry is held fixed at t + 30.
That forward is evaluated as Fs,T = P∗

s exp(ys(T − s)/365), with P∗ the split-adjusted close and
ys the carry rate implied that day by the OptionMetrics forward table. A day is active when the
nearest maturity is within 90 days, the underlying exceeds $1, and at least three strikes are avail-
able at each maturity used. The mean t-statistics use Newey-West standard errors with 30 lags.
The Sharpe ratio (IR) divides the mean of −LRP by its Newey-West long-run standard deviation
and annualizes by

√
365/30.

Key differences from the paper. Two of the paper’s own descriptions are ambiguous. First,
the “at least three strikes at each maturity” screen does not say whether strikes are counted before
or after the out-of-the-money filter. My reading admits more marginal days, so my counts exceed
the paper’s by about 20 percent overall, one to five percent for indexes and more for single names,
and the extra days carry smaller premia. Second, the “±8 standard deviations from the current
spot price” strike range is spanned here in log-moneyness, because a range in strike levels would
put the lower bound below zero for the high-volatility names. My mean swap rate therefore runs
5 to 10 percent below the paper’s, with a thinner right tail. Mean realized variance, by contrast,
matches the paper’s printed Table 2 within about one percent for every security, which places the
residual gap on the swap-rate side. I use the actual/365 day count, and the paper reports that
these conventions do not affect its conclusions.

One data-quality screen has no counterpart in the paper. The table optionm.fwdprd carries a
corrupt forward price on about 0.08 percent of security-days, which makes every strike look out-
of-the-money and collapses the spanning integral, so forward records are used only when F/S lies
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within a factor of two.

4 Results

4.1 Table 3: Variance risk premiums

Table 1 places my estimates beside the paper’s for the five indexes and a representative set of
individual stocks. For the indexes the log premium LRP matches the paper closely both in level
and in significance. SPX shows LRP = −0.55 with t = −10.0 against the paper’s −0.66 and
−11.8, and OEX and DJX are equally close. The Sharpe ratios of shorting index variance swaps are
large and positive throughout, 0.83, 0.73, and 0.82 against 0.98, 0.85, and 0.87. The level premium
RP in Panel A carries the same signs and significance for the indexes. Among individual stocks
the premium is weaker and often insignificant, exactly as in the paper. IBM, GE, Microsoft, and
Amazon stay significantly negative, while Intel, Texas Instruments, and Nokia are insignificant.
Across all 40 names the LRP sign matches for 38 and the |t| > 1.96 classification matches for 37,
with cross-security correlations of 0.98 for the mean, 0.97 for the t-statistic, and 0.98 for the Sharpe
ratio. The two sign disagreements (Ciena, Brocade) are pairs of statistical zeros, insignificant on
both sides.

The remaining gap is one of magnitude, not direction. My index means sit closer to zero than
the paper’s for two reasons. My active-day filter retains about 20 percent more days and the extra
days are lower-premium days, and my synthetic swap rate averages 5 to 10 percent below the
paper’s. Panel A is additionally sensitive to a handful of extreme variance-spike days, so for a few
economically tiny single-name means the sign can flip on a small number of observations. The log
specification in Panel B is robust to this and reproduces the paper almost everywhere.

Table 1: Variance risk premiums: replication versus Carr and Wu (2009), Table 3. Panel entries
are the mean log premium LRP = ln(RV/SW) with its Newey-West (30-lag) t-statistic, the level
premium RP = (RV − SW)× 100 mean with its t-statistic, and the annualized Sharpe ratio IR of
shorting the 30-day variance swap. “Rep.” is this replication, “Paper” is the published value. N
is the active-day count. Standard errors are Newey-West with 30 lags.

LRP mean LRP t RP mean IR

Ticker Rep. Paper Rep. Paper Rep. Paper Rep. Paper

SPX -0.55 -0.66 -10.04 -11.83 -2.03 -2.74 0.83 0.98
OEX -0.49 -0.58 -8.82 -10.34 -1.81 -2.36 0.73 0.85
DJX -0.58 -0.61 -8.69 -9.07 -2.44 -2.58 0.82 0.87
NDX -0.27 -0.28 -6.25 -6.49 -1.96 -2.43 0.51 0.55
QQQ -0.26 -0.29 -4.43 -4.91 -2.94 -3.93 0.49 0.55

MSFT -0.27 -0.30 -6.27 -6.62 -2.58 -3.20 0.52 0.55
IBM -0.24 -0.24 -4.33 -4.35 -1.48 -1.68 0.36 0.36
GE -0.25 -0.25 -6.53 -5.60 -1.89 -2.24 0.54 0.51
INTC -0.05 -0.02 -1.05 -0.44 1.87 2.49 0.09 0.04
AMZN -0.25 -0.22 -4.12 -3.33 -13.32 -15.19 0.40 0.35
TXN -0.06 -0.02 -1.36 -0.59 1.11 1.84 0.11 0.05
NOK -0.04 -0.03 -0.70 -0.54 2.48 1.51 0.06 0.05

In-sample period 1996:01–2003:02. Full 40-security table in results/final-table.txt. Across all 40 names:
corr(Rep.,Paper) = 0.98 for LRP mean, 0.97 for LRP t, and 0.98 for IR.

3



4.2 Out-of-sample test, 2003–2024

Applying the Carr-Wu specification unchanged to the post-paper period tests whether the neg-
ative index variance risk premium survives. Because most individual stocks delisted, the out-
of-sample test covers only the five equity indexes, which carry the paper’s headline claim. Each
index’s settlement type is held at the one it carried in the paper’s sample, so the post-2005 weekly
and end-of-month contracts do not displace the standard monthly cycle in the rule that picks
the two nearest maturities. Table 2 reports the results over 2003:03–2024:12, about 5,500 trading
days per index. The log variance risk premium stays significantly negative for every index, with
Newey-West t-statistics between −12.9 and −16.8, and the short-variance Sharpe ratios remain
large at 0.61 to 0.79. Magnitudes are similar to or larger than in sample, and the NASDAQ premia
strengthen after 2003, consistent with the documented post-2003 expansion of the equity variance
risk premium and the 2008 and 2020 volatility spikes. The level premium RP stays negative for all
five indexes and significant at 5 percent for four of them, with the S&P 100 borderline at t = −1.97.
The finding is confirmed out of sample.

Table 2: Out-of-sample variance risk premiums, post-paper period. All five indexes span 2003:03–
2024:12. Entries are the log premium LRP = ln(RV/SW) mean and Newey-West (30-lag) t-
statistic, the level premium RP mean and t-statistic, the annualized short-variance Sharpe ratio
IR, and the active-day count N.

Index LRP mean LRP t RP mean RP t IR N

SPX -0.61 -16.75 -1.05 -3.07 0.79 5496
OEX -0.47 -12.85 -0.65 -1.97 0.61 5462
DJX -0.60 -16.45 -0.88 -2.54 0.77 5494
NDX -0.43 -13.09 -1.13 -3.32 0.62 5496
QQQ -0.42 -12.95 -1.26 -4.07 0.61 5496

Newey-West standard errors, 30 lags. The window ends 2024:12 because the OptionMetrics option price file for 2025
was not available.
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