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This report was generated autonomously by an AI replication pipeline for the “Does Empirical
Finance Replicate?” project. It documents one attempt to reproduce the paper’s main analysis
from the data and methods described below. Individual replications may contain mistakes. Treat
the numbers as estimates to be checked, not as a verdict on the original paper. Original article:
doi:10.1016/j.jfineco.2011.03.012.

1 Summary

1.1 The Paper

Becker and Milbourn ask how Fitch’s expansion in the corporate bond ratings market between
1995 and 2006 changed the ratings issued by the incumbents, S&P and Moody’s. They exploit
NAICS-2 industry-year variation in Fitch’s market share and find that incumbent ratings rose
with competition (Table 4), explained less of bond yield spreads (Table 8), and predicted de-
faults less well (Table 9). They read that pattern as competition undermining the reputational
incentives for ratings quality.

1.2 Replication Findings

The paper’s headline regression, Table 4 Column 2, keeps its positive sign and a standard error
close to the published one, but the coefficient falls to about half the published magnitude and
loses significance. We estimate 0.694 (SE 0.548, t = 1.27, N = 20,393) against the paper’s 1.325
(SE 0.566, t = 2.34, N = 19,630). The collapsed-cell specification (Column 5) recovers 1.055 (SE
0.567, t = 1.86) against the paper’s 1.533.

The inputs to that regression reproduce the paper closely. Fitch market share by NAICS-2
in the early and late halves of the sample, the paper’s auxiliary Table 1, comes out essentially
exactly, with a mean absolute deviation across all 24 industries of 0.009 for 1995–2000 and 0.014
for 2001–2006. The estimation sample is within 4% of the paper’s, and its moments match Table
3, with a mean rating of 17.720 against 18.092 and a standard deviation of 3.859 against 3.930.
The cross-industry fact that industries with more Fitch presence see higher S&P ratings is at
least as strong here as in the paper. The within-industry-over-time slope is weaker.
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2 Data

The paper draws bond ratings from Mergent FISD, about 1.1 million ratings by S&P, Moody’s,
and Fitch over 1995–2006, firm-level S&P long-term issuer ratings and accounting controls
from Compustat Industrial, and Federal Reserve H15 Treasury yields for spread construction.

This replication builds Fitch’s market share from three Mergent FISD tables. The rating
records come from fisd.fisd ratings, 1,101,799 of them over 1995–2006 with types FR, MR
and SPR. Issues link to issuers through fisd.fisd mergedissue, which also carries the issue-
level flags foreign currency, asset backed, yankee and canadian, each of which we require
to be N. fisd.fisd issuer supplies the NAICS-6 code and country domicile, which we hold
to USA so that only US issuers enter. After those filters 993,771 rating records remain, match-
ing the paper’s “approximately 1.1 million”. Fitch’s market share is the fraction of the rating
records in each NAICS-2 industry-year cell that come from Fitch.

The firm panel comes from Compustat. Monthly S&P long-term issuer ratings (splticrm)
come from comp.adsprate, merged to Compustat annual fundamentals (comp.funda) for
NAICS-2 (naicsh) and country of domicile (fic). The final panel holds 20,393 firm-years across
22 NAICS-2 industries and 3,251 distinct firms, against 19,630 firm-years in the paper.

3 Methodology

The dependent variable is the firm-level S&P long-term issuer rating on the paper’s numerical
scale, AAA = 28, AA+ = 26, AA = 25, AA- = 24, down to C = 4 (Table 2 and the coding list in
the note to Table 3). Firm-years rated D or SD fall outside that scale and are excluded, because
Table 2 assigns the Default row no numerical value and the rating histogram in Fig. 3 has no D
category. We take the last monthly rating of each calendar year. The right-hand-side variable
is Fitch’s industry-year market share. The target Column 2 specification is

ratingit = β · FitchSharen(i),t + αn(i) + γt + ε it,

with NAICS-2 fixed effects αn and year fixed effects γt. Standard errors are clustered by
industry-year cell (256 cells).

Remaining differences from the paper. Three construction choices remain unresolved. First,
the paper does not say how it annualizes the monthly adsprate ratings, so we take the year’s
last rating, the convention closest to the “year-end corporate credit rating” it uses in the default
tests. Second, Table 4 reports one N (19,630) for Columns 1–4 even though Column 3 adds 18
lagged accounting controls, which suggests a control-availability screen on every column. We
do not impose that screen, and doing so would cut the panel to roughly 17,700 firm-years.
Third, the notes to Tables 4, 5, 6 and 10 describe the scale as running “from 28 (AAA) to 1 (D)”,
which contradicts Table 2, the note to Table 3, and Fig. 3. We follow the three specific sources.
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4 Results

4.1 Table 1 — Fitch Market Share by Industry

Table 1: Fitch market share by NAICS-2 industry, 1995-2000 vs. 2001-2006.

NAICS Industry 1995–2000 2001–2006
Paper Ours Paper Ours

11 Agriculture 0.09 0.090 0.23 0.217
21 Mining 0.22 0.220 0.26 0.255
22 Utilities 0.29 0.286 0.34 0.335
23 Construction 0.08 0.084 0.28 0.283
31 Mfg. Food 0.17 0.164 0.30 0.300
32 Mfg. Wood/Chemical 0.16 0.164 0.26 0.254
33 Mfg. Metals/Mach. 0.18 0.178 0.28 0.271
51 Information 0.18 0.184 0.28 0.284
52 Finance 0.30 0.307 0.36 0.354
53 Real Estate 0.17 0.147 0.42 0.358
92 Public Administration 0.28 0.284 0.36 0.305

Selected rows from Table 1. Across all 24 industries the mean absolute deviation is 0.009 (1995–2000) and 0.014
(2001–2006).

The Fitch market share construction is essentially identical between the paper and this repli-
cation. That agreement validates the FISD extract, the US-issuer filter, the NAICS-2 mapping,
and the bond-type filters. The paper’s treatment variable is reproduced before any regression
is run.

4.2 Table 4 — Firm Rating on Fitch Market Share

Table 2: Firm credit rating regressed on Fitch market share. Paper Table 4.

Col 1: No FE Col 2: Year + Ind FE Col 5: Cell averages
Paper Ours Paper Ours Paper Ours

Fitch market share coef 2.395∗∗ 4.503∗∗∗ 1.325∗∗ 0.694 1.533∗∗∗ 1.055∗

SE (1.123) (1.322) (0.566) (0.548) (0.570) (0.567)
t 2.13 3.41 2.34 1.27 2.69 1.86
N 19,630 20,393 19,630 20,393 160 189
R2 0.004 0.014 0.141 0.205 0.961 0.924

Columns 1 and 2: standard errors clustered by industry-year. Column 5: industry-year cell averages, cells with at
least 25 firms, heteroskedasticity-robust errors. Significance at the 10% level marked with ∗, 5% with ∗∗, 1% with

∗∗∗. Paper values from Becker & Milbourn (2011), Table 4, p. 504.

The Column 1 coefficient, estimated without fixed effects, replicates the sign with a larger
magnitude than the paper. The Column 2 coefficient, the target, keeps the sign and has a
standard error close to the paper’s, but the point estimate is about half as large and is not
statistically distinguishable from zero. Column 5 lands between the two and is significant at
the 10% level.
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4.3 Why the headline coefficient attenuates

The inputs do not explain the gap. The treatment variable matches Table 1 to within a per-
centage point, and the sample matches the paper’s N to within 4% and its Table 3 moments to
within 2%. What differs is where the variation sits. In this panel the mean rating drifts down
from 18.8 in 1995 to 17.6 in 2006 while Fitch’s share rises from 0.18 to 0.31. Once year effects
absorb the common trend and industry effects absorb the cross-industry levels, the residual
within-industry-over-time association is weak. A diagnostic regression with industry effects
but no year effects even flips the sign (−3.194). The one construction detail that could still
matter is the control-availability screen implied by the paper’s identical N across Columns
1–4, which we do not impose.

5 Out-of-Sample Test

We repeat the identical construction on 2007–2014, the eight years after the paper’s sample.
Compustat’s S&P issuer ratings set the end of that window. The comp.adsprate history has
127,068 firm-months in 2014, 90,953 in 2015, 22,681 in 2016 and ends on 2017-02-28, while FISD
rating records run past 2025.

Table 3: Out-of-sample estimates, 2007–2014.

Specification Coef SE t R2 N

No fixed effects 2.033 (1.495) 1.36 0.004 11,785
Year + industry FE (target) 0.231 (0.443) 0.52 0.193 11,785
Cell averages 0.114 (0.520) 0.22 0.962 125

Same construction and inference as the in-sample table.

The result is WEAKENED. The sign survives in every specification, the magnitude does
not. Fitch’s firm-weighted market share is 0.440 out of sample against 0.247 in sample and is
far less dispersed, so the entry episode the paper exploits has largely run its course by then.
Because the in-sample estimate is itself insignificant in this replication, the out-of-sample test
starts from a weak base and cannot separate a genuinely absent post-2006 effect from the at-
tenuation already present in sample.
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