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1 Summary

1.1 The Paper

Hong and Kacperczyk ask whether social norms move asset prices. They study “sin” stocks, the
publicly traded producers of alcohol, tobacco, and gaming. Using CRSP and Compustat over
1962–2006, they identify sin stocks from Fama–French industry and NAICS codes plus a Com-
pustat business-segment screen, and they benchmark sin stocks against carefully chosen industry
comparables (food, soda, fun, meals). They find that norm-constrained institutions underweight
sin stocks, that analysts cover them less, and that sin stocks earn higher expected returns than
comparables. The last of these is the asset-pricing result this replication targets. A long-short
SIN−COMP portfolio earns a four-factor alpha of 26 basis points per month, and cross-sectional
Fama–MacBeth regressions deliver a 29 basis-point monthly sin premium after controlling for size,
value, momentum, beta, turnover, age, and an industry-comparables dummy.

1.2 Replication Findings

The headline return premium replicates. In cross-sectional Fama–MacBeth regressions the sin
dummy is insignificant without the comparables control and turns positive and significant at
five percent once it is added, reaching 0.0023 (t = 1.97) in the full specification against the pa-
per’s 0.0029. The time-series SIN−COMP alphas are all positive, and the market-plus-SMB alpha
matches the paper in sign, size, and significance. The four-factor time-series alpha is the one soft
spot. It stays positive at 13 to 20 basis points, a range running from the full-sample OLS alpha
to the rolling-window average, but reaches only t ≈ 1.2 to 1.6, against the paper’s 0.26 percent
significant at five percent. Out of sample over 2007–2025 the premium reverses to a statistically
zero or negative effect, the textbook fate of a published clientele anomaly.
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2 Data

Monthly returns, prices, shares, and volume come from the CRSP monthly stock file (crsp.msf),
daily turnover from the CRSP daily stock file (crsp.dsf), and time-varying share code, exchange,
SIC, and NAICS from the CRSP names file (crsp.msenames). Book equity for the market-to-book
ratio comes from Compustat annual fundamentals (comp.funda), linked to CRSP through the
CRSP/Compustat merged link history (crsp.ccmxpf lnkhist) on PERMNO and GVKEY.

The sin classification combines three screens. The Fama–French 48-industry SIC map
(ff.industry48) supplies beer (SIC 2080–2085) and smoke (2100–2199), NAICS prefixes 7132 and
72112 supply gaming, and the Compustat business-segment file (compseg.wrds segmerged) sup-
plies the segment-level augmentation, back-filled through each firm’s history. Factors (MKTRF,
SMB, HML, momentum, RF) come from the WRDS Fama–French monthly factor file, extended
with Ken French’s 1926 onward series for the early period.

The universe is CRSP share codes 10 and 11 excluding financials (one-digit SIC 6). The cross-
sectional panel holds about 2.1 million stock-months over 1962–2006, and the in-sample return
tests span 504 months (1965–2006). Only one input departs from the paper. The sin list is re-
built from the Fama–French, NAICS, and segment screens rather than taken from the authors’
published PERMNO list, which yields roughly 1.3× the paper’s per-year sin count.

3 Methodology

Panel A regresses the monthly return of an equal-weighted SIN portfolio minus an equal-weighted
COMP portfolio, EXCOMPt = SINt − COMPt, on the market premium and, successively, SMB,
HML, and momentum. Following the paper, the model is estimated over rolling 36-month win-
dows whose coefficients are then averaged, with Newey–West standard errors. A full-sample OLS
with Newey–West (12 lags) is reported alongside as a cross-check.

Panel B runs monthly cross-sectional regressions of the stock’s excess return EXMRETit on
a sin dummy and lagged controls, namely log size in thousands, log market-to-book, average
trailing 12-month return, an industry-comparables dummy GDUM, rolling 36-month industry
beta, average daily turnover, and log firm age. The monthly slopes are then averaged Fama–
MacBeth with Newey–West standard errors. Predictors are winsorized at one and ninety-nine
percent each month.

Key differences from the paper. The sin list is reconstructed from public screens rather
than taken from the authors’ hand-checked PERMNO list, which gives about 1.3× more names
per year. That reconstruction attenuates the long-short alpha in Panel A but leaves the cross-
sectional premium in Panel B intact. The paper also leaves the Panel A rolling-window-average
and Newey–West procedure under-specified. The alpha turns out to be insensitive to the Newey–
West lag, so the four-factor gap is substantive rather than an inference choice. Finally, book equity
is matched to each month using the most recent annual datadate plus a four-month reporting lag.

4 Results

4.1 Panel A: time-series SIN−COMP alphas (1965–2006)

Table 1 reports monthly alphas in percent. Every alpha is positive. The rolling-window CAPM
alpha is 0.20 (t = 1.59) against the paper’s 0.25, and the market-plus-SMB alpha is 0.27 and sig-
nificant at five percent, matching the paper’s 0.30 in sign, magnitude, and significance. Adding
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HML and momentum pulls the replicated alpha into the 0.13 to 0.20 range at t ≈ 1.2 to 1.6, where
the low end is the full-sample OLS four-factor alpha and the high end the rolling-window average
reported in the table, whereas the paper holds at 0.26 and significant. The divergence is a load-
ings effect. The segment-augmented long-short portfolio loads more on HML and momentum, so
those factors absorb more of the premium. The augmentation is nonetheless correct and neces-
sary. A sin portfolio built only from primary-industry codes (about 41 names in 2006) produces a
four-factor alpha of −0.02, so the diversified names added through segments, such as Altria, are
what generate the premium, exactly as the paper argues.

Table 1: Time-series SIN−COMP alphas, monthly percent, 1965–2006. The replication column reports the
rolling-window-average alpha, and the paper estimates the same rolling procedure. N = 504 months.
Newey–West t-statistics. Sin portfolio equal-weighted, net of an equal-weighted comparables portfolio
(Fama–French food, soda, fun, meals).

Model Replication α Replication t Paper α Paper t/sig

CAPM 0.20 1.59 0.25 *
+ SMB 0.27 2.00 0.30 **
+ HML 0.19 1.51 0.26 *
Four-factor 0.20 1.63 0.26 **

4.2 Panel B: cross-sectional Fama–MacBeth (1965–2006)

Table 2 is the headline. The sin coefficient is small and insignificant in columns 1 to 3 (0.0009 to
0.0018) and jumps to positive and significant at five percent the moment the comparables dummy
GDUM enters in column 4, holding at 0.0023 to 0.0027 through column 6. This reproduces the
paper’s exact progression, where the coefficient moves from an insignificant 0.0015 to 0.0021 to a
significant 0.0028 to 0.0029. The full-specification estimate of 0.0023 (t = 1.97) sits within fifteen
percent of the paper’s 0.0029. Control signs all match. Size enters negative and significant, market-
to-book negative and significant, the trailing return positive and significant, and industry beta
insignificant.

Table 2: Cross-sectional Fama–MacBeth return regressions, dependent variable EXMRETit (monthly excess
return). The table pairs replicated and published sin dummies, and reports controls for the replication.
Newey–West t-statistics in brackets. */**/*** denote 10/5/1 percent. 504 monthly cross-sections, about
2.1M stock-months, roughly 4,000 stocks per month.

(1) (2) (3) (4) (5) (6)

SINDUM (repl.) 0.0018 0.0009 0.0011 0.0027** 0.0023* 0.0023**
[t] [1.05] [0.63] [0.74] [2.10] [1.95] [1.97]
SINDUM (paper) 0.0021 0.0015 0.0018 0.0028** 0.0028** 0.0029**

LOGSIZE1 −0.0022 −0.0016 −0.0015 −0.0015 −0.0015 −0.0017
LOGMB1 −0.0044 −0.0050 −0.0050 −0.0043 −0.0039
RET1 0.0414 0.0404 0.0516 0.0480
GDUM −0.0017 −0.0020 −0.0019
BETA1 0.0005 0.0007
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4.3 Out-of-sample test (2007–2025)

Table 3 extends both panels to 2007–2025. The sin dummy is negative and insignificant in every
cross-sectional column (−0.0007 to −0.0012, |t| < 0.7), and every time-series alpha is negative
(−0.11 to −0.28 percent) and insignificant. The premium does not merely weaken, it changes
sign. Publication and the mainstreaming of ESG exclusion arbitraged the effect away, consistent
with Blitz and Fabozzi (2017). The reversal is the expected fate of a clientele-driven valuation
anomaly once it is public.

Table 3: Out-of-sample 2007–2025. Panel A four-factor SIN−COMP alpha (monthly percent) and Panel B
sin dummy from the full Fama–MacBeth specification. N = 216 months. Newey–West t-statistics.

In-sample (1965–2006) Out-of-sample (2007–2025)

Panel A four-factor α +0.20 (t = 1.63) −0.11 (t = −0.64)
Panel B SINDUM, col 6 +0.0023** (t = 1.97) −0.0007 (t = −0.31)

Verdict. Qualitative replication. The cross-sectional sin premium matches the paper in sign,
significance, and near magnitude. The time-series four-factor alpha matches in sign and economic
size but is weaker in significance because the reconstructed sin list is noisier than the authors’. The
effect reverses out of sample.
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