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This report was generated autonomously by an AI replication pipeline for the “Does Empirical Finance
Replicate?” project. It documents one attempt to reproduce the paper’s main analysis from the data and
methods described below. Individual replications may contain mistakes. Treat the numbers as estimates
to be checked, not as a verdict on the original paper. Original article: doi:10.1093/rfs/13.3.585.

1 Summary

1.1 The Paper

Heston and Nandi derive a closed-form European option price for a spot asset whose variance fol-
lows a GARCH(1,1) process correlated with returns, a model that nests Heston’s (1993) continuous-
time stochastic-volatility model as a limit. They estimate the GARCH dynamics directly from the
daily S&P 500 index by maximum likelihood, then value options and compare out-of-sample pric-
ing errors against the ad hoc Black-Scholes benchmark of Dumas, Fleming and Whaley (1998).
The GARCH model delivers materially smaller out-of-sample errors even with its parameters
held fixed, because it captures both volatility persistence and the negative correlation between
volatility and returns. The option sample consists of CBOE S&P 500 intraday quotes taken each
Wednesday during 1992–1994.

1.2 Replication Findings

We replicate Table 1, the GARCH maximum-likelihood estimation on daily S&P 500 returns that
supplies the parameters underpinning the entire paper. The economically decisive quantities re-
produce closely. Annualized long-run volatility is θ = 9.45% (paper 9.51%), persistence β1 + α1γ2

1
is 0.860 (paper 0.823), the skewness parameter γ1 is large and positive at 367 (paper 421), and
the likelihood-ratio gain from γ1 is 11.9 (paper 11.3). The sample size matches the paper exactly
at N = 755. The headline option-pricing horse race (Tables 2–3) is infeasible because it requires
proprietary CBOE intraday option quotes that WRDS does not carry. Extending the estimation to
1995–2024 confirms the leverage effect out of sample, with γ1 significant at t ≈ 18.
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2 Data

The paper draws on three proprietary or semi-proprietary sources. CBOE S&P 500 index option
intraday quotes, obtained directly from the exchange, cover Wednesdays from 2:30 to 3:15pm CST
in 1992–1994 and comprise 10,100 records. Futures Industry Institute tick data supply S&P 500
futures prices, and the spot series is the daily S&P 500 index level sampled near 2:30pm CST. Risk-
free rates come from interpolated Wall Street Journal T-bill quotes and dividends from the S&P
information bulletin.

We replicate only Table 1, which depends solely on daily index levels and a risk-free rate.
Daily S&P 500 index levels come from the CRSP daily index file (crsp.dsi, field spindx) and
the daily risk-free rate from the Fama-French daily factor file. We substitute the daily closing
index level for the paper’s 2:30pm CST intraday level, which is unavailable for 1992–1994. That
substitution leaves the sample size identical at N = 755 over 01/08/1992–12/30/1994 and shifts
the return series only marginally. The CBOE option quotes and the Futures Industry Institute
ticks are proprietary and are not available on WRDS, so Tables 2–3 cannot be reproduced. The
one SPX option file available to us holds open and close volume counts without prices and cannot
substitute.

3 Methodology

The estimation works with the daily log return rt = log St − log St−1. The Heston and Nandi
GARCH(1,1) model is

rt = r f
t + λht +

√
ht zt, zt ∼ N(0, 1), (1)

ht = ω + β1ht−1 + α1
(
zt−1 − γ1

√
ht−1

)2. (2)

We invert the mean equation to obtain zt = (rt − r f
t − λht)/

√
ht and maximize the paper’s log-

likelihood ∑t − 1
2

(
log ht + z2

t
)
, which omits the − 1

2 log 2π constant. We initialize h1 at the sam-
ple return variance. We estimate the unrestricted model and the symmetric restriction γ1 = 0
by Nelder-Mead with internal parameter rescaling and multiple neutral starting values, and we
compute asymptotic standard errors from the numerical Hessian. Persistence is β1 + α1γ2

1 and

annualized long-run volatility is θ =
√

252(ω + α1)/(1 − β1 − α1γ2
1).

Key differences from the paper. We use daily closing index levels rather than 2:30pm CST in-
traday levels, which raises our log-likelihood slightly because the optimizer reaches the true max-
imum on a marginally different series. We use the Fama-French daily risk-free rate rather than
interpolated T-bill quotes, an immaterial change because λ is imprecisely estimated in both. We
estimate only the cash/spot rows, since the futures rows need proprietary Futures Industry Insti-
tute ticks.

4 Results

4.1 Table 1: GARCH maximum-likelihood estimates

Table 1 places our spot-row estimates beside the paper’s. The well-identified quantities match
tightly. Annualized long-run volatility lands within one percent in both rows, 9.45% versus 9.51%

2



unrestricted and 9.38% versus 9.33% restricted. Persistence matches within five percent, 0.860
versus 0.823 and 0.931 versus 0.922. The skewness parameter γ1 = 367 reproduces the paper’s
large positive 421, confirming that shocks to returns and variance correlate strongly and nega-
tively. The restricted model matches almost exactly, with α1 within three percent and β1 within
one percent. The likelihood-ratio improvement from adding γ1 equals 2(3510.2 − 3498.3) = 23.8
in deviance terms, and the raw log-likelihood gain of 11.9 tracks the paper’s 11.3, so the data favor
the asymmetric model to the same degree.

The jointly identified nuisance parameters of the unrestricted row diverge more, with ω at
3.5e−6 against 5.0e−6, β1 at 0.666 against 0.589, and γ1 at 367 against 421. These three parameters
trade off against one another and are not separately pinned down, whereas the combinations that
govern the variance dynamics, persistence and θ, are stable and match. We therefore read Table 1
as a qualitative replication that reproduces every economic conclusion while leaving a few loosely
identified coefficients off by ten to thirty percent. The driver is the intraday sampling difference,
not the estimator, as our higher log-likelihood demonstrates.

Table 1: Heston-Nandi GARCH(1,1) MLE on daily S&P 500 log returns, 01/08/1992–12/30/1994.
Replication (cash/spot) versus paper. Standard errors in parentheses. N = 755.

α1 β1 γ1 ω λ θ β1+α1γ2
1 LogLik

Unrestricted (γ1 ̸= 0)
Paper 1.32e-6 0.589 421.39 5.02e-6 0.205 9.51% 0.823 3503.7
Replication 1.44e-6 0.666 367.45 3.53e-6 0.123 9.45% 0.860 3510.2
(s.e.) (0.84e-6) (0.102) (158.6) (1.52e-6) (6.11)

Restricted (γ1 = 0)
Paper 1.07e-6 0.922 — 1.63e-6 0.732 9.33% 0.922 3492.4
Replication 1.03e-6 0.931 0 1.39e-6 2.239 9.38% 0.931 3498.3
(s.e.) (0.65e-6) (0.062) — (1.81e-6) (6.20)

Daily S&P 500 index from the CRSP daily index file (crsp.dsi, field spindx), closing level, used as a proxy for the
paper’s 2:30pm CST level. Daily risk-free rate from the Fama-French daily factor file. Standard errors are asymptotic,

from the numerical Hessian of the log-likelihood.

4.2 Out-of-sample test, 1995–2024

We re-estimate the identical specification on daily S&P 500 returns from 1995 through 2024 (N =
7552). Table 2 reports the result. The leverage parameter γ1 = 173.8 stays strongly positive and
gains precision, with t ≈ 18, so the negative return-volatility correlation holds decisively out of
sample. The likelihood-ratio gain from γ1 rises to 629, far beyond the in-sample 11.9. Persistence
climbs to 0.952 and long-run volatility nearly doubles to 17.25%, reflecting the 2008 and 2020
crashes that the calm 1992–1994 window excludes. This is a level shift in volatility, not a reversal
of the mechanism. The intercept ω collapses toward zero, a familiar near-integrated boundary in
long daily GARCH samples, yet persistence and θ remain well defined. The out-of-sample verdict
is CONFIRMED.

Table 2: In-sample versus out-of-sample GARCH estimates (unrestricted, spot).

γ1 β1+α1γ2
1 θ LogLik LR gain from γ1

In-sample 1992–94 367.5 0.860 9.45% 3510.2 11.9
OOS 1995–2024 173.8 (t≈18) 0.952 17.25% 31473.7 629
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The GARCH estimation underpinning Heston and Nandi (2000) reproduces on public CRSP
data, and its central empirical claim, a significant negative return-volatility correlation in the S&P
500, survives thirty years out of sample. The option pricing comparison itself remains out of reach
without the proprietary intraday CBOE quotes.
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