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This report was generated autonomously by an Al replication pipeline for the “Does Empirical Finance
Replicate?” project. It documents one attempt to reproduce the paper’s main analysis from the data and
methods described below. Individual replications may contain mistakes. Treat the numbers as estimates
to be checked, not as a verdict on the original paper. Original article: doi:10.1016/j.jfineco.2019.06.008.

1 Summary

1.1 The paper

Kozak, Nagel, and Santosh ask whether a small set of characteristics-based factors can summarize
the cross section of expected stock returns. They work with daily managed-portfolio returns built
from 50 anomaly signals and estimate a Bayesian stochastic discount factor whose prior shrinks
low-variance principal components far more aggressively than high-variance ones. They conclude
that no characteristics-sparse SDF prices the cross section adequately, while an SDF built from a
few principal components does. Table 1 reports the SDF loadings with the largest absolute t-
statistics at the cross-validation-optimal degree of shrinkage, for the raw anomaly portfolios in
Panel (a) and for their principal components in Panel (b).

1.2 Replication findings

Both panels of Table 1 come out cell for cell. Panel (a) recovers the paper’s eleven factors in the
paper’s order, with every coefficient and absolute t-statistic matching the printed two decimals.
Panel (b) recovers the paper’s eleven principal components in the paper’s order, with |b| and |¢
agreeing to about one percent. Principal-component signs differ where the eigenvector orientation
is not identified. The cross-validation selects k* = 0.2829 against the paper’s rounded « ~ 0.30.
The input is the authors” own published managed-portfolio file rather than a fresh extract from
WRDS.

2 Data

The paper builds its 50 anomaly-managed portfolios from daily CRSP stock returns, after exclud-
ing stocks below 0.01% of aggregate market capitalization, by rank-transforming each character-



istic cross-sectionally, centering it and dividing by the sum of absolute deviations, and interacting
the resulting instrument matrix with next-period returns.

This replication reads the authors’” own published output of that pipeline, the file
managed_portfolios_anom_d_50.csv distributed at https://www.serhiykozak.com/data and
mirrored in the serhiykozak/SCS repository. The copy used here matches the published file byte
for byte (md5 73dde2e8bb18d217e615b6fcff49actb). It carries the 50 anomaly factor returns, the
CRSP value-weighted excess return rme, and an equal-weighted series, daily from July 1963 to De-
cember 2017. The paper’s stock-level construction is therefore inherited rather than reconstructed.
That input is the exact one the paper used and not a substitute, and its only consequence is that
the sample cannot be extended past 2017.

The estimation window follows from a data-availability rule rather than a date filter. Following
the authors’ loading routine, anomaly columns missing in more than 20% of rows are dropped,
though none is, and every date with a remaining missing value is dropped. That yields 11,141
trading days from 1 November 1973 to 29 December 2017 with all 50 factors, exactly the window
the paper states.

Each factor is then orthogonalized on rme using a full-sample OLS beta. No volatility rescaling
is applied. The anomaly managed portfolios are constant-leverage by construction, so the de-
volatilization the paper describes in its FF25 section does not carry over, and the authors’ code
makes the same distinction.

3 Methodology

Let F; denote the market-orthogonalized factor returns, with daily sample mean y and covariance
2. The estimator is the paper’s posterior mean,
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which are the paper’s equations (22) and (23). The factor 252 gives x, the prior root expected
maximum squared Sharpe ratio of equation (29), its annualized reading while y and X stay in
daily units. Covariances are regularized toward a scaled identity with weight n/(n + T), as in
the authors’ regcov routine. That regularization preserves tr(X) and moves no printed cell by as
much as one percent.

k is chosen by three-fold cross-validation on contiguous time blocks, as in the paper’s Sec-
tion 3.3, maximizing the withheld-block cross-sectional R? of equation (30). The penalty applied
inside cross-validation is scaled by 1/(1 — 1/K) to account for the shorter training sample. The
grid is 100 log-spaced values of x running down to 0.01 from the point at which the coefficients
stop responding to further relaxation of the penalty.

Panel (b) uses the rotation invariance noted in the paper’s footnote 18: with & = QDQ', the
principal-component loadings are bp = Q" b with var(bp;) = 1/ [T(d; +7)].

Choices not stated in the paper. The covariance regularization, the grid endpoints, and the
1/(1 — 1/K) cross-validation adjustment are taken from the authors’ published code rather than
the article. Switching the covariance regularization off leaves x* unchanged and moves printed
cells by under one percent.


https://www.serhiykozak.com/data

4 Results

4.1 Table 1 — Largest SDF factors (50 anomaly portfolios)

The sample is daily from 1 November 1973 to 29 December 2017, with T = 11,141 and H = 50.
The selected penalty is k* = 0.2829, and the cross-validated out-of-sample cross-sectional R is
0.238 with a fold standard error of 0.077, against the paper’s x ~ 0.30 and R? ~ 0.30 read off its
Figure 4a. Coefficients are SDF loadings on daily excess returns in decimal form.

Paper Panel (a) Replication Panel (a)

Factor b |£] b [t]
Industry rel. rev. (L.V.) —0.88 353 —0.879 3.53
Ind. mom-reversals 0.48 1.94 0.484 1.94
Industry rel. reversals —043 1.70 —-0.425 1.71
Seasonality 0.32 1.29 0.322 1.29
Earnings surprises 0.32 1.29 0.323 1.29
Value-profitablity 0.30 1.18 0.297 1.18
Return on market equity 0.30 1.18 0.299 1.18
Investment/ Assets —0.24 095 —0.238 0.95
Return on equity 0.24 0.95 0.238 0.95
Composite issuance —0.24 095 —0.240 0.95
Momentum (12m) 0.23 091 0.227 091

Rows are in the paper’s own order, which is also the replication’s order by |t|. Paper columns
are transcribed from the printed Table 1(a); replication columns are taken cell by cell from
results/final-table.txt. Inference is the closed-form posterior standard deviation of equa-
tion (23).

Paper Panel (b) Replication Panel (b)

PC b 1 b 1]
PC4 1.01 425 —0.995 4.21
PC1 —0.54 3.08 0.532 3.07
PC2 —0.56 2.65 —0.549 2.63
PC9 —0.63 251 —0.622 2.49
PC 15 0.32 1.27 0.317 1.25
PC17 —-0.30 1.18 —0.297 1.17
PC6 —0.29 1.18 —0.282 1.17
PC11 —-0.19 0.74 —-0.185 0.74
PC13 —-0.17 0.65 —0.163 0.65
PC 23 0.15 0.56 0.142 0.56
PC7 0.14 0.56 0.137 0.56

Every principal-component label appears at the paper’s own rank. Signs on PC 4 and PC 1 dif-
fer because the orientation of an eigenvector is not identified; |b| and |¢| are unaffected. Paper
columns are transcribed from the printed Table 1(b); replication columns are taken cell by cell
from results/final-table.txt.

The paper’s reading of Panel (b), that “the loadings on PC1, PC2, PC4, and PC9 are all sig-
nificantly different from zero at conventional significance levels,” holds exactly here, with abso-
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lute t-statistics of 3.07, 2.63, 4.21 and 2.49. Panel (a)’s message is likewise reproduced: industry
relative-reversal and industry momentum-reversal strategies carry by far the largest loadings, and
the remaining ¢-statistics are small individually even though the SDF needs essentially all 50 fac-
tors.

The residual one-percent gap in Panel (b) is consistent with a single step on the authors’ x grid,
whose ratio is 1.085 per point. The cross-validated R? of 0.238 sits below the 0.30 the paper reads
off its Figure 4a, but the fold standard error is 0.077, so the two are not distinguishable.

5 Out-of-sample assessment

No post-2017 test is run. The authors” managed-portfolio series ends on 29 December 2017, and the
50 anomaly portfolios cannot be extended without reconstructing the entire stock-level pipeline
from CRSP and Compustat, which means 50 characteristic definitions drawn from four separate
papers, the rank and leverage normalizations, the small-cap screen, and the within-month weight
drift. Estimating the SDF on a differently constructed set of anomaly portfolios would change
the test assets rather than test the paper’s result. The paper’s own Section 5 already reports a
withheld-sample exercise (estimate pre-2005, evaluate 2005-2017) that lives entirely inside the
data used here, but that is its Table 4, not the Table 1 target.
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