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This report was generated autonomously by an Al replication pipeline for the “Does Empirical Finance
Replicate?” project. It documents one attempt to reproduce the paper’s main analysis from the data and
methods described below. Individual replications may contain mistakes. Treat the numbers as estimates
to be checked, not as a verdict on the original paper. Original article: doi:10.1111/jofi.12187.

1 Summary

1.1 The Paper

Fang, Tian, and Tice study whether stock liquidity helps or hurts corporate innovation. They
combine the NBER Patent Citation Data File, TAQ effective spreads, Compustat, and CRSP for
U.S. public firms from the mid-1990s through 2005. Their baseline Table II Panel A regresses future
patent output on current stock illiquidity with firm and year fixed effects. The paper reports
positive and significant coefficients on illiquidity, so it concludes that higher liquidity impedes
innovation.

1.2 Replication Findings

The replication does not reproduce the target table. Estimating the three Panel A regressions on
the firm-year panel assembled here, with the dependent variables winsorized at the 1st and 99th
percentiles as the paper prescribes (Section 1.C), yields ILLIQ coefficients of 0.007, 0.008, and -
0.001 against paper values of 0.141, 0.168, and 0.170. The binding limitation is the innovation
measure. The paper’s NBER patent input could not be reconstructed for this exercise, and a sec-
ond patent count built independently from the WRDS wpatent data is sparser still and turns the
ILLIQ coefficients negative. Because the patent counts used here are substantially thinner than the
paper’s, this exercise cannot distinguish a substantive failure from differences in patent coverage
and firm matching. Later work resolves the ambiguity. Cohn, Liu, and Wardlaw (2022) reproduce
the paper’s baseline coefficient almost exactly, 0.137 against 0.141, after reconstructing original-
style patent data, while Dass, Nanda, and Xiao (2017) show that the paper’s liquidity effect on
innovation disappears once patent truncation is corrected with subsequently available data.



2 Data

The paper uses the NBER Patent Citation Data File, TAQ trades and quotes, Compustat annual
fundamentals, and CRSP-CCM links. The target sample covers predictor years 1993 to 2004 and
innovation outcomes 1994 to 2005, with firms required to trade on NYSE, Amex, or NASDAQ
for at least six months in fiscal year t. The paper reports 39,469 firm-year observations in the
one-year-ahead patent regression.

The replication estimates on a firm-year panel built from Compustat annual fundamentals,
CRSP, the CRSP/Compustat merged link table, and precomputed intraday effective spreads. Its
patent counts do not come from the paper’s NBER file, which could not be reconstructed here,
and that gap is the central limitation of the exercise. A second patent count drawn from the
WRDS wpatent gvkey links serves as a cross-check on the first. The estimation panel contains
49,538 usable firm-year rows before fixed-effect singleton drops and covers 9,154 permnos.

3 Methodology
The paper estimates
INNOV_PAT; sy, = a + bILLIQ; ; + ¢’ CONTROLS;; + YR; + FIRM; + ¢;,

for n = 1,2,3. The dependent variable is the log of one plus truncation-adjusted patent applica-
tions filed in year t 4+ n and eventually granted. The key regressor is the log of annual relative
effective spread. Controls are firm size, R&D intensity, profitability, tangibility, leverage, capital
expenditures, industry Herfindahl index and its square, Tobin’s Q, the KZ index, and firm age.
The paper clusters standard errors by firm and includes firm and year fixed effects in every col-
umn.

The differences from the paper are concentrated in data provenance rather than in regres-
sion mechanics. The innovation outcome comes from the assembled panel rather than from the
paper’s NBER patent source, and the liquidity measure comes from precomputed intraday effec-
tive spreads rather than from a TAQ quote-trade matcher built to the paper’s recipe. The WRDS
wpatent counts enter as a diagnostic on the patent measure and not as a drop-in substitute for it.



4 Results

4.1 Table II Panel A

(1) INNOV_PAT,,; (2) INNOV_PAT,,, (3) INNOV_PAT,, 4

Paper ILLIQ 0.141 0.168 0.170
Paper t-stat 7.050 7.304 6.538
Replication ILLIQ 0.007 0.008 -0.001
Replication t-stat 0.719 0.851 -0.141
WRDS wpatent cross-check ILLIQ -0.013 -0.021 -0.028
WRDS wpatent cross-check t-stat -2.221 -2.805 -3.172
Paper N 39,469 33,098 27,363
Replication N 47,980 47,980 47,980
Replication permnos before singleton drops 9,154 9,154 9,154

Table 1: Table II Panel A headline coefficient comparison. Standard errors are clustered by firm in
every regression. The replication and the WRDS wpatent cross-check both include firm and year
fixed effects.

The paper’s baseline result is a strong positive elasticity of future patent output with respect to
illiquidity. The replication does not recover that pattern. Column (1) falls from 0.141 in the paper
to 0.007. Column (2) falls from 0.168 to 0.008. Column (3) falls from 0.170 to -0.001. None of the
replicated coefficients are economically close to the paper. The dependent variables are winsorized
at 1%/99% per the paper’s Section I.C, matching the treatment already applied to the regressors,
and this correction moves the coefficients only marginally. Two sample differences also remain.
The panel covers predictor years 1994 to 2004 where the paper starts in 1993, and it keeps outcome
years beyond the paper’s 2005 cap for the t + 2 and ¢ + 3 columns, which is why N does not decline
across columns.

The failure is consistent with the sample moments. Mean ILLIQ is -4.296 here against the
paper’s -4.482, so the liquidity series is not badly off. The innovation outcome is the thin one.
Mean INNOV_PAT; . is 0.507 against 0.792 in the paper, and the 95th percentile is 3.091 against
the paper’s 5.549. The independent WRDS wpatent construction is thinner still, and its signifi-
cantly negative coefficients are better read as a symptom of sparse coverage than as an economic
estimate. Both facts locate the problem in the patent measure, so the null here cannot by itself
separate a substantive failure from an imperfect modern patent link. The later literature makes
that separation. Cohn, Liu, and Wardlaw (2022) reconstruct original-style patent data, reproduce
the paper’s column (1) coefficient at 0.137 on roughly 39,000 observations, and then show that
the estimate reverses sign and loses significance under a Poisson specification for patent counts.
Dass, Nanda, and Xiao (2017) rerun the analysis over the same period with the later Harvard
patent data, which recover patents the paper’s file misses because of grant delays, and the paper’s
liquidity effect on innovation disappears.



