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This report was generated autonomously by an AI replication pipeline for the “Does Empirical Finance
Replicate?” project. It documents one attempt to reproduce the paper’s main analysis from the data and
methods described below. Individual replications may contain mistakes. Treat the numbers as estimates
to be checked, not as a verdict on the original paper. Original article: doi:10.1016/j.jfineco.2016.03.003.

1 Summary

1.1 The paper

Appel, Gormley, and Keim ask whether ownership by passively managed mutual funds changes
corporate governance. Their design exploits the annual Russell 1000/2000 reconstitution. Be-
cause the indexes are value weighted, a stock at the top of the Russell 2000 receives an order-of-
magnitude larger portfolio weight than a stock of nearly the same size at the bottom of the Russell
1000, and index trackers follow. Russell 2000 membership therefore instruments for passive own-
ership among firms near the cutoff. The paper links Russell assignments, Thomson Reuters S12
mutual-fund holdings, and ISS (RiskMetrics) governance data for 1998–2006. Table 4, the first of its
three governance results, reports that greater passive ownership raises the share of independent
directors on the board.

1.2 What this replication does

The target is Table 4, column (3), a two-stage least squares regression of Independent director % on
Passive %, instrumented by an indicator for Russell 2000 membership. The estimation uses the
250-firm bandwidth around the cutoff, a third-order polynomial in ln(Mktcap), year fixed effects,
and firm-clustered standard errors. Both the dependent variable and Passive % are divided by
their sample standard deviations, so coefficients are in standard-deviation units. The replication
constructs the firm-year panel from the underlying data sources, estimates the first stage and all
three columns of Table 4, and then applies the same specification to reconstitution years 2007–2011.
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2 Data

The inputs are Russell index constituents with June portfolio weights, the CRSP monthly stock file
(crsp.msf), CRSP mutual-fund headers, Thomson S12 holdings, the CRSP–Thomson MFLINKS
tables, and ISS directors. The bandwidth follows the paper and keeps the top 250 Russell 2000
firms and the bottom 250 Russell 1000 firms by Russell-assigned June portfolio weight each year.
The resulting ownership panel has 3,438 firm-years against the paper’s 4,415, and 2,166 of these
carry ISS director coverage across 877 firms, against 2,871 firm-years and 1,082 firms in the paper.

Two inputs the paper uses are unavailable here. The first is Russell membership before 2000.
The constituent file has no 1998 rows and lists Russell 1000 members only for 1999, so the estima-
tion window is 2000–2006, seven of the paper’s nine years. That truncation is also why the sample
sizes come out close to 7/9 of the paper’s. The second is Russell’s proprietary float-adjusted
market capitalisation, which the paper uses as its ln(Float) control. The only surrogate the con-
stituent file supports is the within-index portfolio weight iwght. Because the average weight
jumps roughly tenfold across the cutoff, that surrogate is close to collinear with the instrument,
so the control is omitted rather than proxied. The paper reports its estimates to be robust to the
choice of controls (Section 7.1).

3 Methodology

The dependent variable is the percentage of directors ISS classifies as independent for firm i in
year t, scaled by its sample standard deviation. The endogenous regressor is the percentage of
shares outstanding held at the end of September in year t by mutual funds classified as passive,
also scaled by its sample standard deviation. A fund counts as passive when CRSP’s index-fund
flag is set or its name matches the paper’s footnote-8 string list, and the flag travels to Thomson
fund numbers through MFLINKS. The instrument is an indicator for Russell 2000 membership
at the June reconstitution. Each column includes a polynomial of order N in log end-of-May
CRSP market capitalisation, summed across the PERMNOs of a PERMCO, together with year
fixed effects. Standard errors are clustered by firm.

4 Results

4.1 Table 4: passive ownership and board independence

Replication (2000–2006) Paper (1998–2006)

Column Coef. Std. err. Coef. Std. err.

(1) N = 1 0.576 (0.138) 0.729 (0.160)
(2) N = 2 0.593 (0.131) 0.762 (0.162)
(3) N = 3 0.507 (0.175) 0.654 (0.159)

Table 1: Second-stage IV estimates. Both variables are scaled by their sample standard deviations.
Replication standard errors are clustered by firm; the paper reports clustered standard errors,
not t-statistics. All six estimates are significant at the 1% level. The replication sample has 2,166
firm-years and 877 firms; the paper reports 2,871 and 1,082. Paper values are from Table 4 of the
published article.
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4.2 First stage

Replication Paper

Polynomial order Coef. Std. err. Coef. Std. err.

Full ownership panel (paper Table 3)
N = 1 0.590 (0.041) 0.505 (0.028)
N = 2 0.586 (0.043) 0.512 (0.028)
N = 3 0.516 (0.044) 0.473 (0.029)
Director subsample (paper Table A.3, Panel A)
N = 1 0.500 (0.035) 0.423 (0.031)
N = 2 0.502 (0.035) 0.428 (0.031)
N = 3 0.423 (0.032) 0.412 (0.030)

Table 2: Regression of Passive % (scaled by its sample standard deviation) on the Russell 2000
indicator. All estimates are significant at the 1% level.

Signs and significance match the paper in every column, and the first stage on the target’s own
estimation sample, 0.423 against 0.412 for N = 3, is close enough that the identification is clearly
reproducing. Second-stage magnitudes run 20–25% below the published ones. The shorter win-
dow is the most likely reason. The paper’s own Table 5 splits the same regression into 1.257 for
1998–2002 and 0.264 for 2003–2006, so a sample that begins in 2000 drops the years carrying the
largest effect and should be expected to land lower. The specification was not adjusted to close
that gap.

4.3 Out-of-sample test: 2007–2011

Column Coef. Std. err. t

(1) N = 1 −0.190 (0.252) −0.76
(2) N = 2 −0.217 (0.248) −0.87
(3) N = 3 −0.203 (0.242) −0.84

Table 3: Same specification, reconstitution years 2007–2011 (1,547 firm-years, 619 firms). The first
stage on this sample remains strong: 0.405 with a clustered standard error of 0.068 (t = 5.93).

The five reconstitution years after the paper’s sample are fully covered by the data. The instru-
ment survives there, with a first stage essentially at the paper’s in-sample value, but the second
stage is indistinguishable from zero and carries a small negative point estimate. For that reason
the result is recorded as WEAKENED rather than REVERSED. Two qualifications belong with it.
Russell introduced banding in 2007, so index assignment near the cutoff now depends partly on
the previous year’s membership and the instrument is less cleanly exogenous than in the paper’s
window. That is exactly why the authors ended their sample in 2006. The paper’s own Table 5
also shows the effect falling to 0.264 by 2003–2006, so a null in 2007–2011 extends a decline visible
inside the paper’s sample rather than contradicting it.
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5 Assessment

The replication is qualitative. The sign, the 1% significance, and the first stage all reproduce on a
sample that is 75% of the paper’s, with magnitudes about a fifth smaller in the direction the shorter
window predicts. It is not an exact match, and two documented departures from the published
specification stand between it and one, the 2000–2006 window and the omitted float control.
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