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This report was generated autonomously by an Al replication pipeline for the “Does Empirical Finance
Replicate?” project. It documents one attempt to reproduce the paper’s main analysis from the data and
methods described below. Individual replications may contain mistakes. Treat the numbers as estimates
to be checked, not as a verdict on the original paper. Original article: doi:10.1016/j.jfineco.2004.03.008.

1 Summary

1.1 The Paper

Merton’s ICAPM predicts that the conditional mean of the market excess return rises with its con-
ditional variance, E¢[Ry1] = p + 7 Var;[R;11]. The authors test that prediction with a new estima-
tor of the conditional variance. Their mixed data sampling (MIDAS) estimator forecasts monthly
variance with a flexibly weighted sum of past daily squared returns, V; = 22 Y2} wyr? ; with
exponential-Almon weights, and they estimate y, y, k1, 2 jointly by Gaussian quasi-maximum
likelihood. On CRSP value-weighted returns for 1928-2000 the risk-aversion coefficient is posi-
tive and strongly significant, v = 2.606 (t = 6.71), and it survives in two subsamples, resolving
the long-standing ambiguity about the trade-off.

1.2 Replication Findings

The headline MIDAS coefficient does not replicate at significance on an independently built CRSP
daily series, even though the summary statistics and the sample replicate closely. My full-sample
v is 0.19 (t = 0.16), versus 2.606 in the paper. The modern subsample yields a sensible +2.89 but
only t = 1.50, and 1928-1963 reverses to —0.92. The point estimate stays positive in the full and
modern samples, matching the paper in sign.

The divergence is not an artifact of my optimizer. At the paper’s own reported parameters my
log-likelihood is 1326 versus their 1421.99, and on my series flat variance weights beat decaying
weights in likelihood, so the QML selects a long near-uniform window that shrinks  and inflates
its standard error. The rolling-window companion qualitatively reproduces the paper’s point that
v grows with window length.

The published estimates are themselves in error, and the authors have said so. Hedegaard and
Hodrick (2016) also set out to reproduce this table, also could not, traced the failure to a bug in



the authors” MIDAS estimation program, and took it to the authors. Ghysels, Plazzi and Valkanov
then re-estimated the model after correcting the coding error, and their corrected coefficients are
close to mine in all three samples. Section 5 lays out that history and the comparison. This report
is therefore not only a failure to reproduce the published table. It is an independent reconstruction
that arrives at the numbers the authors themselves now report.

2 Data

The paper uses the CRSP value-weighted market portfolio, with daily returns from CRSP for July
1962 onward and from William Schwert’s reconstructed daily index for January 1928 to June 1962,
plus the three-month Treasury-bill yield as the risk-free rate. Monthly excess returns are com-
pounded from daily excess returns.

I take daily returns from the CRSP daily stock index file (crsp.dsi, vwretd), which extends back
to 1926, so I did not require Schwert’s separate file. CRSP’s reconstructed pre-1962 daily index
differs from Schwert’s, so this is a real data difference, but Section 5 shows it does not explain the
gap against the published estimates. I also use the Fama-French daily risk-free rate (one-month
bill) in place of the three-month bill, a few-basis-point difference that does not drive results. Daily
excess return is r = vwretd — 7 f, monthly excess return is the within-month product of daily gross
excess returns, and realized variance is the sum of the last 23 daily squared excess returns. The
two series are merged on calendar date. The final sample has 876 monthly observations, exactly
matching the paper, split 432 and 444 across the two subsamples.

3 Methodology

The dependent variable is the monthly market excess return R; 1. The MIDAS conditional vari-
anceis V; = 22 Y2 w,(x1, x2) 17, withwy = exp(x1d + k2d?) / ¥; exp(k1i + 12i%), computed from
daily squared excess returns through the last trading day of month t and truncated at 252 lags.
Estimation maximizes the Gaussian QML implied by Ryy1 ~ N(u + vV;, V4), with Bollerslev-
Wooldridge robust t-statistics.

I profile out the linear parameters. For fixed weights the MLE of (y,y) is the weighted least
squares of R on [1, V] with weight 1/V, whose normal equations equal the QML first-order con-
ditions, so the search reduces to a robust grid over (1, x2) with the weights constrained to decay.
The rolling-window estimator (Table 4) replaces V; with 22 ZEZO rtzf 4/ D for windows D of one to
four months.

Key differences from the paper. I use CRSP’s reconstructed pre-1962 daily index rather than
Schwert’s series, and the one-month rather than three-month Treasury bill. Neither substitution
accounts for the distance between my estimates and the published ones, as Section 5 shows.

4 Results

4.1 Table 2: MIDAS estimation

Table 1 compares estimates. The paper’s 7y is positive and strongly significant in every sample.
Mine is small and insignificant in the full sample (0.19, t = 0.16), positive and sizable but in-
significant in 1964-2000 (2.89, t = 1.50), and negative in 1928-1963 (—0.92). The intercept y and
the sample moments line up, and my realized-variance forecasting R? (0.28-0.36) is lower than



the paper’s 0.41. The gap is not an optimization artifact. Evaluating the likelihood at the paper’s
reported (p, 7, k1, %) gives 1326 against their 1421.99, and the conditional-MLE + at their own
weights is only 0.82 in the full sample. On my series flat weights (x; — 0) deliver a higher like-
lihood (1372) than the paper’s decaying weights (1326), so the QML chooses a long near-uniform
variance window. Such a window varies little month to month, which mechanically shrinks the
slope v and enlarges its Bollerslev-Wooldridge standard error, driving the ¢-statistic toward zero.
The sign of the relation nonetheless stays positive in the full and modern samples.

Table 1: Table 2 — MIDAS tests of the risk-return trade-off. QML; Bollerslev-Wooldridge t in
brackets. 1 and x; are x 103, x; is x10°.

Sample  Source i ¥ K1 ko RE R,
1928-2000 Paper 6.430[11.71] 2.606 [6.71] —5.141[—4.53] —10.580[-5.24] 0.019 0.407
Mine 6.276 [3.01] 0.192 [0.16] —2.592[—0.18] —0.010 [0.00] 0.001 0.277
1928-1963 Paper 11.676 [5.89] 1.547[3.38] —0.909 [-3.77] —10.807 [-2.11] 0.011 0.444
Mine  11.077 [3.85] —0.916 [—0.65] 0.688 [0.03] —0.010 [0.00] —0.007 0.283
1964-2000 Paper  3.793 [5.67] 3.748 [8.61] —6.336[—7.86] —18.586[—7.71] 0.050 0.082
Mine 0.523 [0.19] 2.892 [1.50] —14.260[—0.65] —0.010 [0.00] 0.003 0.096

N =876 / 432 / 444 (exact match). Daily series: the paper splices Schwert pre-1962, mine uses CRSP dsi.

4.2 Table 1 and Table 4

Summary statistics replicate closely. The full-sample monthly excess return has mean 0.671 against
0.649 (x10%) and variance 0.313 against 0.321, realized variance averages 0.245 against 0.262, and
the 1964-2000 subsample is nearly exact. The rolling-window estimates reproduce the paper’s
central methodological claim that 7 rises with the estimation window, climbing from 0.46 at one
month to 0.76 and 0.91 at two and three months, though the magnitudes fall short of the paper’s
0.55 to 2.15 and v turns down at four months, consistent with the generally weaker risk-return
relation in my series.

4.3 Out-of-sample, 2001-2024

The MIDAS v is 0.262 (t = 0.24), positive and sign-consistent with the thesis but insignificant.
It mirrors my full-sample in-sample estimate rather than the paper’s strong result. The trade-off
weakens out of sample in the same way it does in my in-sample construction.

5 The published estimates were corrected after publication

The paper’s headline table does not stand, and its authors are the ones who said so. Hedegaard
and Hodrick (2016) began from these MIDAS results, intending to extend the estimator to condi-
tional covariances, and tried first to reproduce them. They could not, contacted the authors, and,
in their words, “eventually discovered a bug in their program.” Ghysels, Plazzi and Valkanov
then re-estimated the same specification “after correcting a coding error pointed out to us,” de-
scribing the error as one in the sample size used by the estimation routine.! The error was not a

Hedegaard, E., Hodrick, RJ., 2016. Estimating the risk-return trade-off with overlapping data inference. Journal of
Banking and Finance 67, 135-145. Ghysels, E., Plazzi, A., Valkanov, R., The risk-return relationship and financial crises,
circulated from 2013 and revised 2016; it remains a working paper (SSRN 2776702), and Hedegaard and Hodrick cite it



degrees-of-freedom slip confined to the standard errors. The point estimates move as well, most
sharply in the full sample, where <y falls from 2.606 to 0.147.

The table below sets the published coefficients, the authors’ corrected ones, and mine side by
side.

Risk-aversion coefficient  as published, as corrected by the authors, and as replicated here. Bollerslev-Wooldridge
t-statistics in brackets.

Sample Published (2005)  Corrected by the authors  This replication

1928-2000 2.606 [6.71] 0.147 [0.125] 0.192[0.16]
1928-1963 1.547 [3.38] ~1.062 [—0.73] —0.916 [—0.65]
1964-2000 3.748 [8.61] 3.466 [1.87] 2.892 [1.50]

My estimates land within a fraction of a standard error of the corrected ones in every sample,
and agree on each qualitative feature: a full-sample 7 indistinguishable from zero, a negative
estimate before 1964, and a modern-subsample <y near three that misses conventional significance.
Hedegaard and Hodrick’s own MIDAS estimates, on a longer sample and with beta rather than
exponential-Almon weights, point the same way, with  of —0.149 for 1927-2011, —1.544 for 1927-
1952 and 0.209 for 1955-2011, none of them close to significance.

That comparison also identifies what does and does not explain the gap. The daily series used
before 1962 does not: the 19642000 subsample contains no pre-1962 data at all, yet the published
t of 8.61 fails there too, and my estimate for that subsample sits close to the corrected one. What
separates my numbers from the published table is the coding error in the estimation routine, not
the construction of the data.

6 Conclusion

The published Table 2 does not replicate because the published Table 2 is wrong. Two independent
rebuilds, Hedegaard and Hodrick’s and this one, recovered small and insignificant risk-aversion
coefficients from the paper’s own description of the estimator. The authors then located a coding
error in their MIDAS program, and the corrected coefficients they report fall within a fraction of
a standard error of the ones here. The verdict against the published numbers stands, and it is a
verdict the authors reached first. Read as a check on the replication rather than on the estima-
tor, the result validates the replication about as strongly as evidence can. An independent build
converged on the authors” own corrected estimates.

What survives of the paper’s economic thesis is weaker than the published table claims. The
corrected 1964-2000 coefficient of 3.466 is large and right-signed, and mine of 2.892 agrees, but
neither reaches conventional significance, the full-sample estimate is indistinguishable from zero,
and the 2001-2024 out-of-sample estimate is small and insignificant as well. A positive risk-return
trade-off remains consistent with the modern subsample. It is not established by it.

as a partial correction of the 2005 results. The corrected coefficients quoted here are from its Table 3.
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