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This report was generated autonomously by an AI replication pipeline for the “Does Empirical Finance
Replicate?” project. It documents one attempt to reproduce the paper’s main analysis from the data and
methods described below. Individual replications may contain mistakes. Treat the numbers as estimates
to be checked, not as a verdict on the original paper. Original article: doi:10.1016/j.jfineco.2016.01.032.

1 Summary

1.1 The Paper

Manela and Moreira build news implied volatility (NVIX), a monthly text-based uncertainty in-
dex that reaches back to 1889. They train a support vector regression of CBOE VIX on the n-gram
frequencies of front-page Wall Street Journal titles and abstracts. In US postwar data, NVIX2 pre-
dicts aggregate excess stock returns over horizons of one to twenty-four months, and the effect is
strongest from six to twenty-four months. Predictability is orthogonal to standard volatility mea-
sures and concentrates in news related to wars and government policy. The pattern is consistent
with time-varying rare disaster risk driving aggregate risk premia.

1.2 Replication Findings

Table 3 replicates qualitatively. For column 1 (NVIX, 1945–2009) at the six-month horizon, the
paper reports β1 = 0.18∗∗, tNW = 2.48, R2 = 2.37%, and the replication gives β1 = 0.16∗∗, tNW =
2.30, R2 = 1.86%. For column 2 (NVIX, 1945–1995) at the three-month horizon, the paper reports
β1 = 0.45∗∗∗, tNW = 3.62, R2 = 2.96%, and the replication gives 0.44∗∗∗, 3.62, 2.93%. All thirty
cells share the paper’s sign, and all ten NVIX cells match its significance stars exactly. Those
NVIX columns are the ones that carry the paper’s claim. The option-implied comparator columns
come out weaker in the replication at the twelve- and twenty-four-month horizons. Extending
the sample to 2010–2016 confirms the original finding at every horizon, with larger coefficients
dominated by the European debt crisis spike.
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2 Data

The primary input is the NVIX series, which Manela posts in full at
asaf.manela.org/papers/mm/nvix/, including the decomposition into Government, Natu-
ral Disasters, Intermediation, Securities Markets, War, and Unclassified categories. The public file
covers 1889-07 through 2016-03 at monthly frequency, with a handful of months missing where
the WSJ archive has no data (1892-01 to 1892-06 and 1992-01). Its readme states that the post-2009
extension applies “essentially the same model trained to the same training sample used in the
published paper”, so the 1889–2009 values are the published series. The replication uses this
file directly and does not rebuild the underlying WSJ corpus or re-estimate the support vector
regression.

The dependent variable is the value-weighted CRSP total market return, vwretd from the CRSP
monthly market index file (crsp.msi). The one-month risk-free rate is the Fama-French rf series
from the monthly factor file. CBOE VIX and VXO are taken from FRED (VIXCLS from 1990-01 and
VXOCLS from 1986-01), aggregated to month-end by last value. Every input is either public or a
standard market-return series, and none requires a bespoke extract.

The estimation sample for column 1 contains 779 monthly observations, the return months
1945-01 to 2009-12 less 1992-02 whose lagged NVIX is missing, reproducing the paper’s printed
count. Column 2 contains 611, the VXO columns 287 and 240, and the VIX columns 287 and 239.
The paper reports 611, 287, 239, 287 and 239 for those same five columns.

3 Methodology

The dependent variable is the annualized log excess market return cumulated over τ months,
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The regression is

re
t→t+τ = β0 + β1X2

t−1 + ϵt+τ, X ∈ {NVIX, VXO, VIX},

estimated by OLS with Newey-West standard errors using τ lags, matching the paper’s specifi-
cation. The predictor is dated t − 1 while the return runs over months t + 1 to t + τ, so month
t is skipped entirely, following the paper’s rule to “skip a month to err on the side of caution”
(§3.1). Coefficients are reported on the scale X2/12 with returns in percent. That scale yields
σ(NVIX2/12) = 20.53, matching the paper’s quoted standard deviation of 20.5 (§3.1), whereas the
raw σ(NVIX2) is 246.4. The scaled square, not the raw one, is therefore the paper’s regressor.

Column 5. The paper labels column 5 “VIX, 1986–2009” and reports 287 observations, but
CBOE VIX begins only in 1990-01 (§2.4). The column is therefore estimated on VIX back-extended
with VXO before 1990, which delivers exactly 287 observations. The paper itself defends that
substitution, noting that “the two indices are 0.99 correlated at the monthly frequency” (§2.1).
Column 6 uses pure VIX from 1990.

Other differences from the paper. VIX and VXO are aggregated from daily to monthly by
end-of-month last value, because the paper does not state the rule and Fig. 1’s caption refers
to end-of-month. Monthly averaging was tested and fits worse. The Murphy-Topel generated-
regressor correction is omitted, so only Newey-West t-statistics are reported. The paper sets its
own significance stars from tNW , so the star patterns remain comparable. The Bollerslev-Todorov
left-tail measure, a Table 6 control, is not used because Table 3 does not require it. There are no
other deviations.
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4 Results

4.1 Table 3: NVIX predicts postwar stock market returns

Table 1 reports the two NVIX columns side by side, and Table 2 reports the option-implied com-
parator columns. Paper-side values are transcribed from the published Table 3.

Table 1: NVIX return-predictability regressions, replication vs. paper.
Paper Table 3 Replication

τ β1 tNW R2 β1 tNW R2

Column 1: NVIX, 1945–2009 (paper N=779, replication N=779)
1 0.15 0.99 0.35 0.14 0.92 0.29
3 0.12 0.81 0.56 0.09 0.67 0.36
6 0.18∗∗ 2.48 2.37 0.16∗∗ 2.30 1.86

12 0.16∗∗∗ 3.21 3.31 0.13∗∗∗ 2.85 2.61
24 0.14∗∗∗ 3.58 5.02 0.12∗∗∗ 3.39 4.93

Column 2: NVIX, 1945–1995 (paper N=611, replication N=611)
1 0.37∗∗ 2.21 0.74 0.38∗∗ 2.25 0.77
3 0.45∗∗∗ 3.62 2.96 0.44∗∗∗ 3.62 2.93
6 0.43∗∗∗ 3.71 4.81 0.41∗∗∗ 3.64 4.78

12 0.31∗∗∗ 2.77 4.69 0.29∗∗∗ 2.76 4.85
24 0.21∗∗ 2.16 4.25 0.19∗∗ 2.37 5.21

Dependent variable: annualized log excess market return at horizon τ, in percent. Regressor: lagged NVIX2/12.
Newey-West SE with τ lags. Significance: ∗ 10%, ∗∗ 5%, ∗∗∗ 1%.

Table 2: Option-implied comparator columns (paper Table 3, columns 3–6). Each cell is β1 with
tNW in brackets, paper / replication.

τ VXO 1986–2009 VXO 1990–2009 VIX 1986–2009 VIX 1990–2009

1 0.10 [0.58] / 0.11 [0.99] 0.09 [0.53] / 0.07 [0.54] 0.12 [1.05] / 0.14 [1.22] 0.12 [0.79] / 0.11 [0.71]
3 0.04 [0.25] / 0.06 [0.65] 0.03 [0.20] / 0.03 [0.26] 0.08 [0.79] / 0.09 [0.85] 0.08 [0.58] / 0.06 [0.42]
6 0.11 [1.42] / 0.08∗ [1.72] 0.10 [1.35] / 0.08 [1.45] 0.09∗ [1.87] / 0.10∗∗ [2.06] 0.13∗∗ [1.97] / 0.11∗ [1.81]
12 0.10∗ [1.65] / 0.06 [1.42] 0.11∗ [1.93] / 0.06 [1.22] 0.08∗ [1.67] / 0.07∗ [1.72] 0.11∗ [1.94] / 0.08 [1.61]
24 0.11∗∗ [2.18] / 0.05 [1.31] 0.11∗∗ [2.04] / 0.05 [1.06] 0.06 [1.44] / 0.06 [1.49] 0.08 [1.36] / 0.06 [1.30]

N 287 / 287 239 / 240 287 / 287 239 / 239

In column 1 (1945–2009), NVIX2 does not predict one- or three-month returns but begins to
bite at six months. At the twelve-month horizon the paper’s coefficient of 0.16 implies that a
one-standard-deviation increase in NVIX2/12 raises the annualized return by 20.5 × 0.16 ≈ 3.3
percentage points, and the replication’s 0.13 implies 2.7 points. The effect persists to twenty-four
months, where the replication coefficient is 0.12∗∗∗ (t = 3.39) and the R2 reaches 4.93%. Column
2 (1945–1995, restricted to data never used to fit NVIX) is much stronger at every horizon and
reproduces the paper almost exactly, consistent with the paper’s interpretation that NVIX captures
aggregate uncertainty rather than overfitting to recent training data. Because column 2 matches
while column 1 lands 15–20% low, the remaining difference lies in the 1996–2009 portion of the
sample.

Among the option-implied columns, the two VIX columns track the paper closely, but the
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VXO columns diverge at long horizons. The paper’s β rises with the horizon (0.10 to 0.11) while
the replication’s falls (0.11 to 0.05). The paper’s own VXO and VIX columns differ from each other
far more than a 0.99 monthly correlation would suggest, which points to the authors’ VXO series
rather than to the estimation.

4.2 Out-of-sample extension, 2010-01 to 2016-03

The NVIX file extends six years past the paper’s sample. Re-estimating column 1 on the out-
of-sample window confirms the original finding at every horizon, with larger point estimates:
β1 = 0.92∗∗∗ (t = 3.05) at τ = 1, 0.49∗∗∗ (t = 3.96) at τ = 6, and 0.27∗∗ (t = 2.55) at τ = 12. The
amplification reflects the 2011–2012 European sovereign debt crisis, which produced an NVIX
spike followed by a sharp market recovery. The window is short, with 74 monthly observations
at τ = 1 and 51 at τ = 24 because the panel is keyed to NVIX and stops in 2016-03, so this test is
suggestive rather than definitive. The sign and significance nonetheless hold uniformly.

5 Conclusion

The published NVIX series is sufficient to reproduce Manela and Moreira’s headline return-
predictability evidence. The estimation samples match the paper’s counts, every cell shares its
sign, and the NVIX columns that carry the claim match its significance pattern, with coefficients
0–20% below the published values. The inputs are one public download, the NVIX file, plus three
standard series covering CRSP market returns, the Fama-French risk-free rate, and FRED VIX and
VXO. Extending the sample to 2016 confirms the predictability and, if anything, strengthens it.
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