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This report was generated autonomously by an Al replication pipeline for the “Does Empirical Finance Repli-
cate?” project. It documents one attempt to reproduce the paper’s main analysis from the data and methods
described below. Individual replications may contain mistakes. Treat the numbers as estimates to be checked,
not as a verdict on the original paper. Original article: doi:10.1016/j.jfineco.2005.09.002.

1 Summary

1.1 The Paper

Graham and Tucker ask whether corporations substitute tax shelter deductions for interest deductions.
They identify 44 shelters at 43 public corporations from 1975 through 2000, match each corporation to
Compustat firms in the same two digit SIC industry, and estimate cross sectional debt ratio regressions.
Their main result assigns shelter firms debt ratios 5.5 percentage points lower than matched firms after
controlling for prior leverage and firm characteristics.

1.2 Replication Findings

The replication reproduces the paper’s treatment group almost exactly and recovers the sign of its main
result, but not its magnitude or its significance. Shelter firms average a debt ratio of 0.193 against the
paper’s 0.190, and matched controls average 0.242 against the paper’s 0.274. In the main specification
the shelter coefficient equals —0.018 with t = —1.18, compared with —0.055 and t = —3.52 in the
paper. All four columns carry the paper’s negative sign at roughly one third of its magnitude, and only
column 4 reaches even a 10 percent significance level. Lagged leverage, the time trend, and the collateral
coefficient reproduce closely. The shortfall traces entirely to the matched control group, whose leverage
remains 3.2 percentage points below the level the paper reports. A post sample test is not valid because
no comparable post 2000 shelter register exists.

1.3 Sensitivity to the Control Construction

The control group is the sensitive part of this design. Three construction choices govern which candidate
tirms enter it, and Section 4.2 sets out each one, its separate effect, and the alternatives considered and



rejected. Taking the narrow option on all three, which means imposing a zero debt screen the paper does
not state, excluding shelter firms by GVKEY alone, and allowing no escalation of the matching bands,
gives a main shelter coefficient of —0.000267 with t = —0.023 on 64 observations, and coefficients of
—0.004, +0.003, and —0.007 in columns 2 through 4. The verdict is the same under either construction:
the paper’s directional result survives, its statistical result does not.

2 Data

The paper combines a hand collected shelter register with Compustat annual financial statements. Table
1 prints every firm, shelter type, and active year, so the replication uses the printed table as its treatment
frame. Compustat North America annual fundamentals (comp.funda) supply assets, sales, debt, net
income, dividends, inventory, property plant and equipment, shares, and price. Compustat company
headers (comp.names) supply SIC fallbacks. The sample builder records each firm-to-GVKEY assign-
ment together with the Compustat company name it resolves to.

The build resolves 42 of the 43 printed firms. CM Holdings has no matching public company history in
CRSP or Compustat. The matching algorithm finds controls for 41 of those 42 events; Clear Channel is
the one event with no admissible control. The final sample therefore has 41 event pairs and 82 collapsed
observations. Columns 1 through 4 estimate on 76, 76, 78, and 79 observations against the paper’s 76,
76,78, and 84. The replication makes no vendor substitution for accounting data and makes no external
download.

3 Methodology

The dependent variable is
DLC; + DLTT;

AT,

The algorithm averages this ratio over each shelter’s active years. It matches firms at t — 1 within the
same two digit SIC industry, within 25 percent of assets, and within 50 percent of ROA. Exxon and Tenet
receive the paper’s 50 percent asset band, and Seagate, whose first Compustat year is the first shelter
year, is matched at ¢ rather than t — 1; these are the three alterations the paper’s footnote 6 discloses.
The code averages all qualifying controls into one synthetic observation. Candidate controls that are
duplicate Compustat records of the shelter firm are excluded, and an event that finds no control at the
stated bands may widen both bands by the smallest common factor up to two.

DebtAssets; =

Table 3 regresses debt to assets on the shelter indicator, leverage five years before activity, scaled sales,
scaled market to book, a dividend indicator, ROA, and collateral assets. Column 2 adds a time trend.
Column 3 removes sales and market to book. Column 4 removes lagged leverage. The final covariance
estimator allows heteroskedasticity and clusters by the rounded mean active shelter year. The regres-
sions contain no fixed effects.

3.1 Validating the control group before the regression

Table 2 of the paper gives active window means for both groups, so the construction can be checked
before the headline regression is run. Table 1 reports that check.



Table 1: Table 2 active window means

Shelter firms Match firms

Variable Repl. Paper Repl. Paper

Assets (millions of dollars) 12,423 12,440 11,138 10,728
Sales (millions of dollars) 8,082 7,687 6462 6,581

Market-book 1.49 2.99 1.06 2.26
(PPE+inventory)/assets 0.509 0500 0485 0.518
ROA 0.069 0.068 0.055 0.068
Debt/assets 0.193 0.190 0242 0.274

Notes. Means across the years each shelter is active, one ob-
servation per event. Paper values come from Table 2.

The treated side matches the paper on every moment. The control side matches on assets, sales, and
collateral, and falls short on leverage by 3.2 percentage points and on ROA by 1.3 points. Market-book
misses in both groups by roughly a factor of two, which is a definitional problem in the paper rather than
in the build: dividing market value by book common equity instead of book assets raises the replicated
means to 3.63 and 2.97, bracketing the paper’s 2.99 and 2.26, while the caption’s stated denominator
of book assets cannot produce values near three for a sample of large industrials. The build keeps the
printed definition.

Key differences from the paper. One printed firm cannot be linked and one further event finds no
admissible control, so 41 event pairs replace the paper’s 42. Six events reach a control only after the
footnote 6 band escalation. Matched controls average a debt ratio of 0.242 rather than the paper’s 0.274,
which is the whole of the remaining shortfall in the shelter coefficient.



4 Results

4.1 Table 3 Debt Policy Regressions

Table 2: Replication and Paper Estimates

Column 1 Column 2 Column 3 Column 4
Variable Repl. Paper Repl. Paper Repl. Paper Repl. Paper
Intercept 0.104 0.082 -8.218 -9.353 0.126 0.102 0.224 0.171
(1.503) (2.313) (-6.342) (-4.872) (2.033) (2.805) (3.199) (3.260)
Shelter active -0.018 -0.055 -0.021 -0.052 -0.022 -0.055 -0.029 -0.075
(-1.180)  (-3.523)  (-1.369) (-3.791) (-1.410) (-3.423) (-1.791) (-4.203)
Lagged debt 0.388 0.357 0.342 0.327 0.371 0.387
(4.802) (4.794) (4.358) (4.504) (3.461) (4.724)
Sales scaled -0.074 -0.034 -0.088 -0.046 -0.066 -0.057
(-2.396) (-0.351) (-1.709)  (-1.031) (-1.275)  (-0.482)
Market to book scaled 0.029 0.059 -0.048 0.041 -0.025 0.047
(0.214) (2.697)  (-0.404) (1.805) (-0.205) (1.045)
Dividend payer 0.041 0.065 0.035 0.073 0.036 0.052 0.001 0.050
(0.753) (2.340) (0.718) (2.511) (0.796) (1.964) (0.026) (1.246)
ROA -0.558 -0.385 -0.330 -0.150 -0.593 -0.293 -1.002 -0.594
(-3.106) (-1.879) (-1.701) (-0.749) (-2.330) (-1.765)  (-5.052)  (-2.656)
Collateral assets 0.066 0.101 0.122 0.147 0.046 0.087 0.152 0.165
(1.528) (2.958) (3.505) (4.687) (0.857) (2.397) (3.599) (4.775)
Time trend 0.0042 0.0050
(6.515) (4.936)
Replication N 76 76 78 79
Paper N 76 76 78 84
Adjusted R? 0.499 0.542 0.567 0.634 0.452 0.532 0.374 0.387

Notes. Parentheses contain t statistics. Replication standard errors allow heteroskedasticity and cluster by
rounded mean active shelter year. The paper reports robust t statistics adjusted for year clustering and het-
eroskedasticity. No specification includes fixed effects. The target window is 1975 through 2000. Paper values
come from Table 3.

Column 1 estimates a shelter coefficient of —0.018 with t = —1.18 on the paper’s own sample size of
76, made up of 38 shelter rows and 38 match rows, the same composition the paper reports. Lagged
leverage lands on 0.388 against 0.357, and adjusted R? reaches 0.499 against 0.542. Column 2 reproduces
the time trend at 0.0042 against 0.0050 and the collateral slope at 0.122 against 0.147. Columns 3 and 4
carry shelter coefficients of —0.022 and —0.029, the latter significant at 10 percent. Sales, market to book,
and the dividend indicator behave differently from the paper throughout, but they are not significant in
the paper either, apart from the dividend and market to book terms in columns 1 and 2.

The remaining gap is a level difference in the control group and nothing else. Shelter firms replicate at
0.193 against 0.190, so every basis point of the missing treatment effect sits in the 0.242 control mean
against the paper’s 0.274. Two independent reconstructions found that same control gap. Wilson (2009,
The Accounting Review) rebuilds the Graham and Tucker shelter list, adds cases, and constructs his own
controls, obtaining 0.18 for shelter firms against 0.29 for controls. Frank, Lynch, and Rego (2009, The
Accounting Review) reconstruct controls using the same criteria of two digit SIC, year, assets within
25 percent, ROA within 50 percent, and averaging across multiple matches, and again find leverage
strongly negatively related to sheltering. The published control moment is therefore reproducible from
the criteria as stated, which locates the failure in this replication’s candidate pool rather than in the

paper.



4.2 Where the control group diverges

code/diagnose-controls.py constructs the sample under twelve alternative switches and writes results/control-
Three of those switches matter.

No zero debt screen. The paper remarks that “every observation in the main regressions has nonzero
debt”. That is a description of the paper’s own sample, offered as the reason for using OLS rather than
tobit, so the build imposes no such screen. Read instead as a sample rule, it deletes an entire event
pair whenever either active window debt ratio is nonpositive, which removes exactly one pair, BMC
Software, whose shelter observation carries zero debt against a control mean of 0.397. That is the largest
treated-versus-control gap anywhere in the sample, so the screen would delete the single observation
most favourable to the paper’s hypothesis. Imposing it alone moves column 1 from —0.0101 (t = —0.63)
to —0.0003 (t = —0.02).

No shelter firm serving as its own control. Compustat carries tracking stock and consolidated entity
records under separate GVKEYs with statements identical to the parent’s. WorldCom’s only qualifying
control was GVKEY 143972, “WorldCom Inc-Consolidated”, whose 1999 assets, sales, and net income
are identical to those of WorldCom’s own GVKEY 001164. Excluding shelter firms by GVKEY alone
would let WorldCom match itself, which contradicts the paper’s rule that controls come from firms not
in the shelter sample. The build therefore drops candidates whose match year assets, sales, and net
income equal the shelter firm’s.

Six events that the current Compustat vintage cannot match at all. Under the stated bands, AlliedSig-
nal, Borden, Ruddick, Delta, Clear Channel, and Tenet find no control, and they sit in exactly the high
leverage industries — aerospace, food, grocery, airlines, broadcasting, hospitals — whose absence pulls
the control mean down. Four of the six are knife edge misses. Tenet’s closest candidate, HealthSouth,
already satisfies the 50 percent asset band the paper granted Tenet and misses the ROA band by 1.2
percent of Tenet’s own ROA; HealthSouth’s late 1990s accounts were restated after 2003, so the paper’s
vintage almost certainly admitted it. Delta’s closest candidate, UAL, misses the asset band by 1.7 per-
cent. Ruddick’s misses the ROA band by 0.9 percent. The build lets an unmatched event widen both
bands by the smallest common factor needed, capped at two, which is the ceiling implied by the paper’s
own escalation from a 25 percent to a 50 percent asset band. Five events clear the cap and Clear Channel,
which would need a factor of 2.45, does not.

Table 3 reports the separate and combined effects.

Table 3: Column 1 under alternative control constructions

Build Pairs Match debt/assets Shelter coef. t
Zero debt screen imposed, self match allowed 35 0.221 -0.0003 -0.02
Zero debt screen removed only 36 0.226 -0.0101 -0.63
Self match removed only 34 0.220 +0.0019 0.16
Both removals, no band escalation 35 0.225 -0.0083 -0.51
Both removals, bands escalated (adopted) 41 0.242 -0.0180 -1.18
Paper 42 0.274 -0.0550 -3.52

Three further candidates were tested and rejected because the paper gives no basis for them and none
closes the gap: restricting controls to firms with a fiscal year end price, which removes 52 of 240 control
firm-years that are wholly owned subsidiaries or private filers such as Publix; restricting controls to US
incorporated firms, which removes 24 more; and treating a missing debt field as missing rather than
zero, which changes nothing because no control firm-year lacks both debt fields. Each of the first two
lowers the control mean rather than raising it.



4.3 Assessment

The replication reproduces the paper’s treatment group, its estimation counts in three of four columns,
its lagged leverage slope, its time trend, and the sign of its shelter coefficient. It does not reproduce the
size or the significance of that coefficient, because the matched controls carry 3.2 percentage points less
leverage than the paper reports. Given that two independent reconstructions recover the paper’s control
moment, the most likely explanation is that the current Compustat vintage admits a different candidate
pool from the one available in 2005, not that the paper’s design is unsound. The verdict is a failure to
reproduce the statistical result, with the directional result intact.



