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This report was generated autonomously by an Al replication pipeline for the “Does Empirical Finance
Replicate?” project. It documents one attempt to reproduce the paper’s main analysis from the data and
methods described below. Individual replications may contain mistakes. Treat the numbers as estimates
to be checked, not as a verdict on the original paper. Original article: doi:10.1111/1540-6261.00421.

1 Target and method

The target is Table I1I, Panel A, the short-VAR decomposition of market-adjusted firm returns. The
paper estimates the VAR on the 1954-1996 CRSP-Compustat intersection and reports that cash-
flow-news variance dominates expected-return-news variance, while the two news terms correlate
positively at 0.41.

The replication aggregates all common-stock issues to the CRSP firm, links firms to Compustat
through effective-dated CCM records, and compounds June-to-May returns. It follows the paper’s
accounting proxy hierarchy and redefines the firm as a portfolio of 90 percent stock and 10 percent
Treasury bills before taking logs. The state vector is
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with every variable market-adjusted by subtracting its equal-weighted cross-sectional mean in
that year, as in the paper’s footnote 2. Each annual cross-section receives equal WLS weight. With
p = 0967, \' = ¢ipI'(I — pI') !, expected-return news is A'u, and cash-flow news is (¢j + A')u.
Standard errors use a delete-one-year jackknife.

2 Constructing book equity and profitability

Two construction choices in the state variables drive the decomposition, and Table I of the paper
pins both of them down.

The first is where the net-income cap enters the book-equity proxy chain. Section II.C of the
paper caps net income at minus beginning book equity, treats non-positive book equity as missing,
and proxies missing book equity first from clean surplus and then, when that fails, by holding the
book-to-market ratio fixed and scaling from this period’s market equity. This replication applies



the cap inside that chain, so a proxy that comes out non-positive falls through to the constant-
book-to-market step. Applying the cap only after the chain has run, and discarding a non-positive
proxy instead, never reaches that step. Firm-years in which a firm wrote off most of its equity then
drop out of the panel, taking with them most of the profitability dispersion the VAR needs, and
the truncated chain imposes a Compustat and CRSP requirement on year-t data that the paper
explicitly rules out.

The second is the ROE transformation. A portfolio of 90 percent stock and 10 percent bills
earns 0.9 ROE + 0.1f, which is how the stock return is handled and how profitability is handled
as well. Dividing blended earnings by blended book equity instead puts a market value in the ten
percent bill leg of the denominator. For a firm trading at five times book that construction inflates
the ROE denominator by 40 percent and compresses ROE dispersion by a third.

Call the pairing of the post-chain cap with the blended-earnings denominator the alternative
construction. The adopted construction reproduces the paper’s pooled descriptive statistics on all
three state variables, while the alternative misses the profitability distribution badly.

Alternative Adopted Paper
Variable Mean St. dev. Mean St. dev. Mean / St. devw.

r 0.0333  0.3139 0.0283  0.3233 0.0327 / 0.3223
eCAAP _ f 0.0207  0.1652 0.0060  0.2931 0.0075 / 0.2664
0 —0.2214 0.5983 —0.2302 0.6120 —0.2069 / 0.6131

The adopted log-ROE quartiles (—0.0041, 0.0423, 0.0849) also land on the paper’s (—0.0027,
0.0428, 0.0883), and its maximum of 4.11 sits beside the paper’s 3.87. Under the alternative the
quartiles are right and the tails are missing, and the decomposition it delivers is an in-sample
news correlation of 0.0254 with a standard error of 0.1180, an expected-return-news variance of
0.0079, and a cash-flow-news variance of 0.0583 on 39,171 firm-years. code/diagnose-var.py sets
out the evidence for both choices.

3 Data

The in-sample panel contains 39,875 firm-years from 1954 through 1996, compared with 36,791 in
the paper. Every screen the paper lists is implemented and reported one at a time in results/
var-diagnostics.txt: alinked December-fiscal-year-end Compustat record, book equity at t — 1,
t —2 and t — 3, net income and long-term debt at t — 1 and ¢ — 2, market equity att —1,t — 2 and
t — 3, a valid trade in the month before the return year, a return in each of the five prior years,
market equity above $10 million, and book-to-market inside [0.01, 100]. The 8 percent excess over
the paper’s count reflects current-vintage CRSP and Compustat composition rather than a missing
filter. All crucial data are present locally, and the Fama—French monthly risk-free return stands in
for the one-month T-bill.

4 The VAR before the decomposition

The decomposition inherits whatever the transition matrix and the innovation covariance get
wrong, so both are checked against the paper’s Table II first. Paper values appear in parenthe-
ses.
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7 0.1038 (0.1182) 0.0539 (0.0477) 0.1088 (0.1464)
0, 0.1001 (0.0554) 0.8801 (0.8953)  0.0138 (0.0570)
& 0.1464 (0.1042) —0.0193 (—0.0264) 0.4643 (0.4939)

Every sign matches, and the two parameters that drive the decomposition most are close:
book-to-market persistence is 0.880 against 0.895, and profitability persistence is 0.464 against
0.494. The alternative construction puts profitability persistence at 0.310, which alone rules out
a matching decomposition. Two cells remain off. Profitability predicts returns with a coefficient
of 0.109 against the paper’s 0.146, and the book-to-market innovation variance is 0.0779 against
0.0967. Feeding the paper’s own I' and X through this package’s estimator returns 0.0156, 0.0801,
0.0144 and 0.408 against its published 0.0161, 0.0801, 0.0147 and 0.409, so the decomposition arith-
metic is not in question.

5 In-sample results

Statistic Replication SE Paper PaperSE Alternative
var(N;) 0.0102 0.0029 0.0161 0.0069 0.0079
var(Ncf) 0.0673 0.0089 0.0801 0.0130 0.0583
cov(N;, Nef) 0.0046 0.0034 0.0147 0.0074 0.0005
corr(Ny, Nef) 0.1750 0.1131 0.4092 0.1200 0.0254
var(N,)/ var(total) 0.1495 0.0397 0.2412 0.0984 0.1218

Cash-flow news drives firm-level returns, which is the paper’s headline. Its variance runs
6.6 times the variance of expected-return news, and expected-return news takes a 0.15 share of
unexpected-return variance against 0.24 in the paper, a gap well inside the paper’s own standard
error. Both variances sit within one paper standard error of their targets. The alternative construc-
tion puts expected-return news at half the published variance.

The paper’s second claim survives in sign but not in strength. The news correlation is 0.175
with a jackknife standard error of 0.113, so it is positive, 1.5 standard errors from zero, and about
two standard errors below the paper’s 0.409. It reaches roughly 40 percent of the published corre-
lation rather than all of it. Lochstoer and Tetlock (2020) reproduce this specification on 1954-1996
and obtain 0.39, so a correctly built panel should reach the published value and this one does not.
The residual gap sits in the two Table II cells named above, and results/var-diagnostics.txt
records one further variant that closes part of it: making the book-to-market blend use the same
bill position as the ROE blend raises the correlation to 0.217 and reproduces the paper’s book-
to-market equation almost exactly, at the cost of widening the Table I book-to-market dispersion.
That variant is reported rather than adopted, because the paper states that the portfolio weights
apply to market values.

6 Sample composition

Lochstoer and Tetlock (2020) show that this correlation depends almost entirely on microcaps,
reporting +0.52 with them and —0.11 without them under the Vuolteenaho setup. The replication
reproduces that gradient. The correlation is 0.177 with no size screen at all, 0.175 under the paper’s



$10 million screen, 0.066 above $50 million, —0.047 above $100 million, and —0.257 above $250
million. Value-weighting the cross sections instead of weighting them equally gives 0.158.

Sample composition is therefore not the source of the alternative construction’s near-zero esti-
mate, since the $10 million screen is implemented as stated and the median sample firm is worth
$176 million. The same sensitivity explains why the two construction choices matter so much,
since both of them thin the small, distressed tail of the panel that carries the result.

7 Out-of-sample results

The same pipeline and estimator applied to 54,860 firm-years from 1997 through 2023 give an
expected-return-news variance of 0.0268 and a cash-flow news variance of 0.2431. The news co-
variance is 0.0524 and the correlation is 0.6488, both positive and significant under the delete-year
jackknife. The alternative construction gives 0.7708 for the same period, a figure that cannot be
read without an in-sample benchmark. Against the in-sample 0.175, the post-1996 correlation is
both larger than the paper’s 0.409 and far larger than anything the in-sample period delivers, so
the paper’s qualitative pattern strengthens after 1996 rather than fading.

8 Conclusion

The replication is partial. Cash-flow dominance, the paper’s principal claim, holds in sample and
again out of sample, with both news variances inside one standard error of their published values.
The positive news correlation appears with the right sign but reaches only 0.175 in sample, below
the 0.39-0.41 that the paper and Lochstoer and Tetlock (2020) both report, and it is not significant.
Given an independent replication that does reach the published value, the remaining gap is more
likely a further construction difference than evidence against the original result.



