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This report was generated autonomously by an Al replication pipeline for the “Does Empirical Finance
Replicate?” project. It documents one attempt to reproduce the paper’s main analysis from the data and
methods described below. Individual replications may contain mistakes. Treat the numbers as estimates
to be checked, not as a verdict on the original paper. Original article: doi:10.1093/rfs/hhm074.

1 Summary

1.1 The Paper

Lettau and Van Nieuwerburgh ask why the dividend-price ratio predicts stock returns strongly in
subsamples yet weakly over the full sample, and why that predictability is unstable. Their answer
is that the log dividend-price ratio contains a nonstationary component generated by rare shifts in
the steady-state mean of the economy. Working with annual CRSP value-weighted returns from
1927 to 2004, they date these shifts with the Bai and Perron procedure, finding one break in 1991
or two in 1954 and 1994. Subtracting the regime means gives an “adjusted” dividend-price ratio
that predicts returns strongly and stably in sample. In real time the size of each shift is hard to
estimate, which explains the weak out-of-sample evidence in the prior literature.

1.2 Replication Findings

The headline in-sample result replicates exactly. The full-sample slope on the lagged log dividend-
price ratio rises from 0.095 (unadjusted) to 0.237 (one break) and 0.457 (two breaks), against the
paper’s 0.094, 0.235 and 0.455, with matching standard errors, R? and significance. All five sub-
sample coefficients match the paper to three decimals. The Bai—Perron least-squares date estimator
independently selects 1991 and 1954/1994 from the annual dividend-price series. Extending the
sample to 2024 confirms the finding out of sample. In the genuinely unseen window 2005-2024
the raw dividend-price ratio predicts returns with a slope of 0.618 (t = 4.3), and the two-break
adjusted specification still delivers 0.432 on the full extended sample.



2 Data

Annual CRSP value-weighted market returns (NYSE, AMEX, NASDAQ), with and without divi-
dend capitalization, come from the CRSP monthly index file crsp.msi (series vwretd and vwretx)
for 1926-2024. Monthly returns are compounded within each calendar year. The dividend yield
D;.1/ Py is the difference of the cum-dividend and ex-dividend cumulated series, an ex-dividend
price index is built from vwretx, and the dividend level and the log dividend-price ratio follow
directly. This is the standard Cochrane and Lettau-Ludvigson construction. The excess-return
columns also use CRSP’s monthly 90-day Treasury-bill holding return (crsp.mcti.t90ret), com-
pounded within year. The final annual sample has 78 forecasting observations (return years 1927-
2004), identical to the paper.

The paper additionally uses Haver Analytics S&P 500 earnings and Vuolteenaho book-to-
market data for the Section 4 robustness tables. Those series are proprietary. They are not needed
for the headline dividend-price result and were not used here.

3 Methodology

The dependent variables are the one-year-ahead log return r; 1 = log(l + Ri11), log dividend
growth Ad;;, and log excess return. The predictor is the lagged log dividend-price ratio dp; =
log(D¢/ P;). The estimating equation is

Tey1 — 7 = Ky (dpt — %) + €441

The “no break” column uses the full-sample mean dp. The break columns subtract regime-specific
means, with regimes split at 1991 in the one-break case and at 1954 and 1994 in the two-break case.
Those dates are estimated from the annual dividend-price series by minimizing within-regime
squared residuals in the Bai—Perron intercept-only model with the paper’s 5% trimming. Estima-
tion is OLS, the GMM estimator under the OLS normal conditions, with Newey—-West standard
errors at four lags. The Chow F-test allows the intercept and slope to differ across regimes. Table 2
reports Bai-Perron break magnitudes together with the autocorrelation, augmented Dickey-Fuller
statistic and standard deviation of the unadjusted and adjusted series.

Remaining difference from the paper. Regimes for the adjusted-ratio full-sample regression
are assigned by return year ¢ + 1, the convention supported by the regime means printed in paper
Table 6. The Chow F statistics differ slightly in level from the paper’s, though the qualitative
conclusions agree.

4 Results

4.1 Table 1: Forecasting returns with the dividend-price ratio

Table 1 compares the replication to the paper for gross-return forecasts. The unadjusted full-
sample slope is a marginal 0.095 (t = 2.1) against the paper’s 0.094. Adjusting for one break
raises it to 0.237 (t = 4.2, paper 0.235); two breaks raise it to 0.457 (t = 5.8, paper 0.455). The R?
rises from 0.039 to 0.102 to 0.227, matching the paper’s 0.038, 0.100 and 0.223. The five subsample
slopes reproduce the paper almost perfectly: 0.515 versus 0.510 (1927-1954), 0.384 versus 0.383
(1955-1994), and 0.533 versus 0.532 (1995-2004). The pattern that gives the paper its title appears
cleanly: each subsample slope is far above the unadjusted full-sample slope, and the adjustment
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recovers that magnitude over the whole sample. Dividend growth is not predictable (two-break
slope 0.124, matching the paper exactly), confirming that the dividend-price ratio moves with
expected returns, not expected dividends.

Table 1: Forecasting one-year-ahead log returns on the lagged log dividend-price ratio. OLS
slopes, Newey-West(4) standard errors in parentheses, R? in brackets. Sample of 78 annual obser-
vations, return years 1927-2004.

Replication Paper

Specification «r (SE) [R?] xy (SE) [R?]

No break 0.095 (0.045) [0.039] 0.094 (0.046) [0.038]
One break (1991) 0.237 (0.057) [0.102] 0.235(0.058) [0.100]
Two breaks (1954,94) 0.457 (0.079) [0.227] 0.455 (0.081) [0.223]
Sub 1927-1991 0.237 (0.063) [0.089] 0.235 (0.065) [0.087]
Sub 1992-2004 0.235(0.124) [0.197] 0.235(0.134) [0.199]
Sub 1927-1954 0.515(0.170) [0.167] 0.510(0.175) [0.163]
Sub 1955-1994 0.384 (0.103) [0.243] 0.383 (0.106) [0.240]
Sub 1995-2004 0.533 (0.116) [0.543] 0.532(0.129) [0.546]

4.2 Table 2: Breaks and persistence of the dividend-price ratio

Table 2 reports the persistence of the raw and adjusted series. The raw log dividend-price ratio
is near a unit root: first-order autocorrelation 0.93 (paper 0.91) and an augmented Dickey-Fuller
statistic of —1.39 that cannot reject nonstationarity (p = 0.59). Subtracting the regime means cuts
the autocorrelation to 0.62 and the standard deviation in half, and the unit-root null is rejected at
the 1% level. This is the paper’s mechanism for why the adjusted ratio is a well-behaved predictor
while the raw ratio is not.

Table 2: Persistence of the log dividend-price ratio, 1927-2004. AC(k) is the order-k autocorrela-
tion; ADF is the augmented Dickey—Fuller statistic with its p-value.

AC(1) ADF p s.d.
Repl. Paper Repl. Paper Repl. Paper
Unadjusted 093 091 0588 0586 042 042

Adjusted, 1 break  0.77  0.77 0.021 0.038 0.26 0.26
Adjusted, 2 breaks  0.62 0.61 0.000 0.010 0.20 0.20

4.3 Out-of-sample test through 2024

The paper ends in 2004; CRSP provides 20 further years. In the genuinely unseen window 2005—
2024 the raw log dividend-price ratio forecasts annual returns with a slope of 0.618 (Newey-West
t = 4.3, R? = 0.18), in line with the in-sample subsample slopes of roughly 0.4 to 0.5. Applying the
paper’s two-break specification to the extended 1927-2024 sample yields an adjusted-ratio slope
of 0.432 (t = 6.4, R? = 0.20) against an unadjusted slope of only 0.076. A supplemental three-break
fit, whose dates are estimated from the extended dividend-price series alone, selects 1957, 1973,
and 1991 and gives a slope of 0.436 (t = 4.8, R?> = 0.18). Both the sign and the significance of the



headline predictability result hold out of sample, so the test is confirmed. The result is, if anything,
stronger after 2004, consistent with the dividend-price ratio having settled into the lower post-
1990s regime the paper’s adjustment was built to capture.



